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EXECUTIVE SUMMARY

This document is one volume within the final report produced by the PHARE
Advanced Tools (PATs) project within the PHARE program.  The document
represents the final report for the PATS Arrival Manager tool that is identified within
the PATS final report parent document, Reference [4].

The PATS Arrival Manager is a ground based planning tool that has been developed
to fit within the PHARE operational concept for a future air-ground integrated air
traffic management system that is applicable to all phases of flight.  The tool
automatically plans, and re-plans the optimal arrival sequence at an airport as new or
modified estimated aircraft arrival times are provided.  Peaks in arrival patterns are
smoothed by balancing runway usage and / or applying small delays to a number of
arrivals.  If larger delays for one or more arrivals are identified, then the affected
aircraft are notified immediately to provide an opportunity to accommodate the delay
in an optimal way, rather than being forced to fly an elongated lateral route on
approach.  The tool implements a planning horizon around the airport being
managed.  Once an arrival reaches this horizon, it is fixed within the arrival
sequence, and the tool will no longer automatically compute the landing runway and
scheduled arrival time.  The controller is provided with facilities that enable manual
modification of the  fixed part of the arrival sequence.

The PATS Arrival Manager utilises aircraft trajectory prediction services provided
within the PHARE system by the PATS Trajectory Predictor and trajectory negotiation
services provided by the PATS Negotiation Manager.  Additionally, the tool uses
arrival flight plans, flight deleted notifications, time updates and configuration data
(optional) provided by the host platform.  The tool provides an interface for sending
data to, and receiving requests from suitable display software.

Through the life of the PHARE program, development of the PATS Arrival Manager
has been split between two of the PHARE partners.  Development of the PD/2
version of the tool was carried out by DLR in Braunschweig, Germany, whilst
development of the PD/3 version was carried out by NATS in Bournemouth, England.
As development of the tool has progressed, a number of ideas and concepts have
been dropped, including arrival manager/departure manager co-operation; automatic
conflict resolution; processing of aircraft deviations; handling of missed approaches;
and the use of computed early/late times within the optimal sequence computation
algorithms.

The requirements for the PATS Arrival Manager have been derived from the
operational concept.  The tool was required to provide the air traffic controller with
arrival planning assistance, aircraft guidance assistance and facilities for manually
intervening in the operation of the tool.   Arrival planning assistance is provided
through computation of an optimal arrivals sequence and ensuring that minimum
legal separations are maintained between aircraft within holding patterns and at the
approach gate.  Aircraft guidance assistance is provided through computation of 4D
constraints to guide aircraft so that they land on their allocated runway and meet their
allocated approach gate arrival times; and through automatic initiation of
implementation of the computed 4D constraints into ‘real world’ trajectories of aircraft
within the arrivals sequence.  Manual intervention facilities are provided for
influencing the optimal arrival sequence computation algorithms; editing the ‘fixed’
part of the computed sequence; and performing ‘what if’ modelling.
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The PATS Arrival Manager has been designed using an object orientated approach
and implemented using the C++ programming language.  The design of the tool has
had to ensure that the implementation is capable of responding to certain inputs
(arrival manager display inputs, ground generated trajectories and arrivals reaching
the planning horizon) within a reasonable timeframe.  The consequence of these
inputs being ignored for a significant period is an impact on the successful operation
of the tool and/or integrated PHARE system.  During development, a number of
problems have been found and solved and there are a number of unsolved
problems, the majority of which warrant further research.

There have been a number of lessons learnt during development of the PATS Arrival
Manager within the overall framework of the PHARE program.  Significant lessons
have been learnt from the approaches adopted for systems engineering and
software engineering; the system architecture adopted for integrated PHARE
systems; and from the use of different platforms for different PHARE demonstrations.

The PATS Arrival Manager has been used in different operational situations,
managing inbound traffic to Frankfurt and Schiphol airports within PHARE
demonstrations PD/2, PD/2+ and PD/3.  Operationally, the tool has been used
differently within different PHARE demonstrations.  In PD/2, procedural separations
were applied by restricting traffic from different directions to land on pre-defined
runways; arrivals were fixed in the arrival sequence as soon as they entered a
simulation; and controller inputs through the GHMI were disallowed.  In PD/2+, similar
procedural separations were applied as in PD/2, however arrivals were automatically
re-planned by the tool for a period of time following entry into a simulation; controller
inputs were allowed through the GHMI; and exceptions resulting in holding aircraft
and missed approaches were investigated.  In PD/3, procedural separations were not
applied to arriving traffic; automatic scheduled arrival time re-planning and runway
balancing was enabled for arrivals for a period of time following entry into a
simulation; stack management was enabled; and controller inputs through a new
GHMI were allowed.

The tool has been successfully integrated into a number of different host platforms
within the PHARE program.   The tool can be supplied with a user guide (Reference
[8]) that provides a full set of details on how the tool should be integrated into a new
host platform.

There are currently only a limited set of objective results and subjective comments
available from the PHARE trials program to evaluate the PHARE arrival management
operational concept.  There is limited evidence to suggest that the use of the PATS
Arrival Manager tool assists management of arrival traffic.

The primary recommendation of this report is that the PHARE arrival management
concept should be validated so that a proper assessment of the PATS Arrival
Manager tool can be performed.  During development of the tool, a number of
unsolved problems and difficulties with the development approach have been
identified, and these have resulted in a set of further recommendations for further
research, establishing a similar future program and for re-using the PATS Arrival
Manager.
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1. INTRODUCTION

1.1 SCOPE

This document has been produced as part of the PATS project within the PHARE
program.  The document is the final report for the PATS Arrival Manager tool.

1.2 DOCUMENT CONTEXT

This document is one volume within the final report produced by the PHARE
Advanced Tools project within the PHARE program.  The document represents the
final report for the PATS Arrival Manager tool that is identified within the PATS final
report parent document, Reference [4].

1.3 OVERVIEW

The PATS Arrival Manager is a ground based planning tool.  It provides support to
the air traffic controller in automatically establishing an optimal arrival sequence, and
provides facilities to enable the controller to subsequently manually edit the
computed sequence.  Additional facilities provided include automatic stack
management and “what if” sequence generation.

The tool generates arrival sequences that include both ‘equipped’ (4D-FMS with
datalink) and ‘unequipped’ (without any datalink or 4D capability) aircraft.

Computation of an optimal arrival sequence utilises available runway and preferred
aircraft arrival time data to produce a sequence that provides a minimum deviation
from all of the preferred aircraft arrival times known to the tool.  The output of the
sequence computation algorithms is a set of scheduled arrival times and landing
runways for all of the aircraft destined for the airport being managed.

During optimal sequence computation, the tool will automatically re-compute the
scheduled arrival time and landing runway of all aircraft that are outside a
configurable planning horizon from the airport being managed.

The optimal sequence is re-computed when either data for a new arrival is acquired
by the tool; or an update to the preferred time of arrival is received for a previously
planned arrival; or an air traffic controller issues a request to modify the scheduled
arrival time or landing runway of an arrival.

The tool provides a number of facilities to enable an air traffic controller to manually
edit the computed optimal arrival sequence.  The facilities enable the controller to
manually amend the scheduled arrival time and landing runway of aircraft; adjust the
maximum landing flow rate for aircraft at the airport; and reserve time slots on a
landing runway.

The tool provides automatic stack management support to ensure that aircraft are
correctly separated when flying holding patterns at pre-defined fixes in order to
accommodate a delay that could not be met through speed control.

The tool provides support for generating “what if” sequences.  This facility enables an
air traffic controller to assess the impact of manually editing the sequence without
necessarily having to apply the sequence changes to the real world situation.
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1.4 DOCUMENT STRUCTURE

Section 2 describes the operational concept of the PATS Arrival Manager tool.

Section 3 describes the requirements for the PATS Arrival Manager tool.

Section 4 describes the implementation of the PATS Arrival Manager tool.

Section 5 describes the usage of the PATS Arrival Manager tool.

Section 6 describes and interprets the results of real time trials relative to the PATS
Arrival Manager tool.

Section 7 provides conclusions and makes recommendations for future work utilising
the PATS Arrival Manager tool.

Section 8 provides definitions of acronyms, terms and references used throughout
the document.
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2. OPERATIONAL CONCEPTS

2.1 OPERATIONAL CONCEPT

2.1.1 Overview of Operation

The tool automatically computes an optimal arrival sequence for the airport being
managed.  The optimal arrival sequence for an airport is considered to be the arrival
sequence that delivers the minimum deviations (delays) from the preferred arrival
times for all of the aircraft within the sequence.

For each aircraft within the sequence being computed, the tool automatically
computes the optimal landing runway and gate arrival time.

The computation algorithms within the tool compute an optimal sequence that
comprises a number of individual optimised sequences, one for each of the available
landing runways at the airport being managed.  Each of the runway specific arrival
sequences represent a sequence of aircraft at a fixed point close to the target
landing runway (the gate).  The algorithms will attempt to optimise the sequence at
the fixed point whilst ensuring that minimum legal separations are maintained by
aircraft at the fixed point.

The generation of an optimal arrival sequence is an iterative process that is split into
two iterating stages.  The first, and controlling stage is the computation of an arrival
sequence for every possible combination of runway allocations within the arrival
sequence presented to the computation algorithms.  Each entry in the sequence
presented for re-computation includes data that indicates to the algorithms if it is a
candidate for runway reallocation or not.  Within one sequence re-computation every
possible combination of runway allocation is considered.  The second stage is, for
each possible combination of runway allocations, to compute the optimal sequence
for each runway to ensure that legal minimum separations are implemented and a
minimum preferred arrival time deviation is achieved on each runway.

Following computation of the sequences for each runway for one set of possible
runway allocations, the overall sequence is compared with the current optimal
sequence to determine if the latest solution yields less deviations from the preferred
arrival times of all of the aircraft within the sequence.  If so, then the latest sequence
is stored as the current optimal sequence and a sequence for the next set of possible
runway allocations is computed.  Otherwise, the current optimal sequence is
preserved.  The iterative process continues until all possible runway allocation
combinations have been tested.

The optimal sequence is re-computed when either data for a new arrival is acquired
by the tool; or an update to the preferred time of arrival is received for a previously
planned arrival; or an air traffic controller issues a request to modify the scheduled
arrival time or landing runway of an arrival.

For each subsequent optimal sequence computation, the tool will automatically re-
compute the optimal landing runway and gate arrival time of all arrivals that are
outside a configurable planning horizon.  Arrivals that are at, or inside the horizon are
fixed in the arrival sequence and the tool will not automatically re-compute their
landing runway or gate arrival time.

The planning horizon can be set as either a configurable time before an aircraft’s first
top of descent; or a configurable time before an aircraft departs from the metering fix;
or as soon as an aircraft has been planned for the first time by the tool.
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When an arrival reaches the tool’s planning horizon, the tool generates 4D
constraints that are used as goals during the subsequent prediction of aircraft
trajectories.  The constraints define the computed landing runway, gate arrival time
and a conflict free holding pattern if a delay is required that cannot be
accommodated by the aircraft through speed control.  The tool firstly sends the
computed constraints to the ground system in an ‘alternative context’, to ensure that
the aircraft can meet the constraints prior to affecting the ‘real world’ situation.  If the
constraints can be met, then, for equipped aircraft, the tool initiates negotiation with
the aircraft.  The resulting trajectory for both equipped and unequipped aircraft
becomes the new ‘real world’ trajectory for that aircraft.  If the constraints cannot be
met, then the tool will automatically re-plan the aircraft using the updated preferred
time of arrival information to produce a revised set of constraints.  The revised
constraints are then sent to the ground system in the same way as the original
constraint set.

Following a sequence computation and whilst an aircraft is outside the tool’s
configurable planning horizon, if an aircraft is delayed by more than a configurable
time from it’s preferred time of arrival, then the tool generates 4D constraints.  These
constraints are handled in a similar way to that described above.  However, the
constraints are co-ordinated with other upstream controllers prior to the ‘real world’
situation being updated, whereas when an aircraft is at, or inside the planning
horizon, the ‘real world’ situation is updated without co-ordination.

Once constraints have been issued by the tool for an aircraft that is at, or inside the
configurable planning horizon, and the ‘real world’ situation has been updated using
the constraints, if any subsequent trajectories are received that do not meet the
computed constraints then the controller is informed through the GHMI.  Under these
circumstances no automatic re-planning will take place of the arrival that violates the
computed constraints.  Automatic re-planning will take place for arrivals that have
had their ‘real world’ situation updated by the tool and are still outside the planning
horizon.

The fixed part (those arrivals that are at, or inside, the tool’s configurable planning
horizon) of the optimal arrival sequence is sent to the Arrival Manager Display for
presentation to the air traffic controller. The tool accepts inputs from the Arrival
Manager Display that enables the controller to:

• Influence the automatic sequence computation algorithms

• Edit the fixed part of the computed sequence

• Perform ‘what if’ modelling

The controller can influence the automatic sequence computation algorithms using a
number of facilities provided by the tool, as follows:

• Amend the flow rate of arrivals at the airport being managed (Flow change)

• Reserve a time slot on a specific runway (Add slot)

• Cancel a previously reserved time slot on a specific runway (Cancel slot)

The flow change facility allows the controller to increase or decrease the minimum
time separation between aircraft at the runway gates.  The tool will not allow the
minimum separation time to be decreased below the legal minimum separation times
obtained from the tool’s configuration data. The add slot and cancel slot facilities
allow the controller to reserve part of the runway’s capacity for manual use (for
example, for use to allow a departing aircraft to take off), and also to cancel any
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previously reserved slots so that the sequencing algorithm can take advantage of the
increased capacity during subsequent re-computations.

The controller can edit the fixed part of the computed sequence using a number of
facilities that are provided by the tool, as follows:

• Amend the scheduled time of arrival of an aircraft (Move aircraft)

• Swap two aircraft in the sequence (Sequence change)

• Amend the landing runway of an aircraft (Runway change)

The move aircraft facility allows the controller to edit the scheduled time of arrival of
an aircraft, and the runway change facility allows the scheduled landing runway to be
edited.  The sequence change facility allows the controller to swap two aircraft that
are allocated to the same runway within the sequence.

By default, the sequence editing facilities will be implemented directly within the ‘real
world’ situation.  However, the tool offers the controller a facility that enables an
assessment of the impact of the proposed sequence edits on the ‘real world’ situation
prior to the edits being applied.  This facility is referred to as ‘what if’ modelling.  The
tool allows up to a configurable maximum number of move aircraft, runway change
and sequence change operations to be performed within an alternative sequence
that is generated when ‘what if’ modelling is selected by the controller.  The controller
then has the capability to review the impact of the operations computed by the
ground system, and has the option of accepting or rejecting the new sequence.
Acceptance causes the ‘real world’ situation to be amended using the operations,
whilst rejection causes the alternative sequence to be forgotten and the ‘real world’
situation is unaltered.

2.1.2 Key Operational Concepts

Optimal Sequence Computation Rule Base.  The tool uses a set of rules for
determining which of the potential arrival sequences is the optimal arrival sequence.
The rules are designed to select the arrival sequence that yields a minimum delay
from the preferred arrival times of all the aircraft within the arrival sequence.

The tool adjusts the potential landing sequence by reallocating arrivals to different
potential runways and then by introducing delays to ensure that minimum legal wake
vortex separations are maintained at each of the star gates. The potential runways
for each arrival are derived from a set of configuration data passed to the tool at run
time.  For each of the defined STARs within the configuration, a number of
alternative STARs can be defined.  These alternative STARs provide alternative
routes to an airport that may introduce a change in landing runway.  The optimal
sequence is the sequence that yields the minimum total delay incurred to ensure that
legal wake vortex separations are implemented.  Effectively, this means that once a
complete set of runway allocations is established, arrivals are automatically planned
to land on each runway on a first come, first served basis.

The implemented rule base could be expanded to incorporate rules that enable time
advancement to be utilised within the sequencing algorithms.  Currently arrivals are
scheduled at their preferred arrival time or later.  Under certain circumstances, it may
be more optimal to speed up one or more arrivals to resolve separation violations,
rather than resolving violations by introducing delays.  This would require a more
complex algorithm for determining which of the potential sequences is optimal, that
would evaluate deviations from preferred arrival times, rather than just delays.
Additionally, it may be that the cost of advancing an arrival by 1 minute is not the
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same as the cost of delaying an arrival by the same time, and so this would have to
be accommodated within the optimal sequence determination algorithm.

The algorithms do not currently implement time advancement since a suitable
algorithm would rely on an accurate prediction of the capability of an arrival to
achieve an early time.  However, the use of early/late time predicted data was
dropped (see section 2.3.3) during development of the tool.

There are other factors, not currently implemented, that could be considered when
assessing the optimal arrival sequence.  These may include a cost function that
considers the impact on controller workload of applying a sequence.  Controller
workload may be increased by one potential arrival sequence over another through
having to issue an increased number of r/t instructions to 3D aircraft (because aircraft
are required to make, for example, overtaking manoeuvres in order to achieve the
sequence), or by having to solve new conflicts.  Additionally, there may be other
airport specific rules to implement that are applied at a local level, for example,
certain aircraft types may be restricted to fly only certain STARs, or certain airlines
may prefer to use certain runways because taxi time is shorter to their allocated
parking spaces etc.

Continuous Arrival Sequence Planning and Re-planning.  The tool commences
planning of an arrival sequence as soon as flight plans and initial trajectories are
generated within the ground system.  As each new flight plan and trajectory is
generated, the tool will re-plan the optimal arrival sequence to accommodate the new
arrival.  As the traffic picture builds up, the tool is able to generate optimal arrival
sequences that accommodate all of the arrivals due to land at the airport being
managed.

The sequencing algorithms implemented within the tool will smooth peaks in the
arrival pattern by either delaying aircraft or reallocating aircraft landing runways, to
ensure that legal minimum wake vortex separations are not violated at the gate.

Since optimal arrival sequence planning is carried out as a continual process as the
arrival pattern develops, peaks in the arrival pattern can be accommodated by
allocating aircraft to different landing runways and making small adjustments to the
scheduled arrival time of a number of aircraft.  This minimises the delay for any one
single aircraft during peak periods, and the throughput of arrivals at all of the
potential landing runways is optimised.

Early Notification Of Delays.  The computation of the optimal arrival sequence is a
continuous process that is performed as the arrival pattern for the airport being
managed develops.  The implemented sequencing algorithms attempt to minimise
delays associated with individual aircraft.  However, if, for example during a
particularly heavy peak period, a long delay is unavoidable, and the delay exceeds a
configurable limit, then the associated aircraft is notified immediately.

Early notification of an arrival time delay provides the aircraft with an opportunity to
accommodate the delay through speed control, rather than forcing it to fly an
extended lateral route within a holding pattern or path stretch.

Stable Sequence Presented to Controllers.  For a controller to work effectively with a
computed arrival sequence, the sequence presented on the Arrival Manager Display
has to be stable.  The tool achieves this by classifying arrivals as either ‘variable’ or
‘frozen’.  ‘Variable’ arrivals are the arrivals that are outside of the configurable
planning horizon described below, ‘frozen’ arrivals are those that are at, or inside, the
configurable planning horizon.
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‘Variable’ arrivals are automatically re-planned by the tool during each optimal
sequence re-computation, ‘frozen’ arrivals are not.  The only method of changing the
scheduled arrival time or the landing runway of a ‘frozen’ arrival is by controller
intervention through the use of the Arrival Manager Display.

The tool sends data relating to only ‘frozen’ arrivals to the Arrival Manager Display.
Therefore, the sequence presented to the controller is fixed and will not be
automatically re-planned by the tool.

Planning Horizon.  The tool implements a planning horizon around the airport being
managed.  Aircraft outside the planning horizon are automatically re-planned by the
tool during optimal arrival sequence re-computations, whilst aircraft at, or inside, the
planning horizon are not automatically re-planned.  The planning horizon is set within
configuration data and can be set relative to either a configurable time before the
time that an aircraft reaches it’s first top of descent; or a configurable time before the
time that an aircraft departs from the metering fix; or immediately that the aircraft is
planned by the tool.

When aircraft reach the planning horizon, the tool initiates implementation of the
computed 4D constraints, to ensure that aircraft fly suitable trajectories to meet the
scheduled arrival time and landing runway.  The implementation of the computed 4D
constraints is carried out using the formalised clearance facility provided by the PATS
Negotiation Manager tool.  This results in the constraints being applied without co-
ordination with any upstream controllers.

The configuration settings for the planning horizon have a significant impact on the
operation of the tool and overall system behaviour.

If the planning horizon is configured to be too far out from the airport, then aircraft
are fixed in the sequence earlier, and are not available for automatic re-planning by
the optimal sequence computation algorithms.  This reduces the effectiveness of the
algorithms since there are less options open (less aircraft available for automatic re-
planning) for automatically ‘smoothing’ peaks in the arrival pattern.

Additionally, if the planning horizon is configured to be too far out from the airport,
then uncoordinated implementation of computed 4D constraints will be carried out
earlier in an aircraft’s flight.  This increases the likelihood of arrival time delays being
accommodated by an aircraft using speed control.  This may introduce problems
within upstream sectors since aircraft may not be able to meet previously agreed
sector entry and exit conditions, or separations with other aircraft within sectors may
be affected.

Conversely, if the planning horizon is configured to be too close to the airport, then
this reduces the likelihood of an aircraft being able to accommodate a delay using
speed control.  This would result in an increased number of aircraft holding for longer
duration’s.

Stack Management.  The tool records the holding patterns of aircraft holding at pre-
defined fixes, and uses this information to ensure that safe separations are
maintained between holding aircraft whilst flying their holding patterns.  If a conflict is
identified between two holding aircraft, then the tool will automatically determine how
to restrict the flight levels available to one aircraft in order to solve the conflict.  This
information is used by the PATS Trajectory Predictor to generate a new conflict free
holding pattern.
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2.2 CONTEXT DESCRIPTION

This section identifies the interactions between PHARE system components and the
PATS Arrival Manager.

The following diagram illustrates the interactions.  The central bubble represents the
PATS Arrival Manager tool.  The surrounding boxes represent each of the PHARE
system components that the tool interacts with, and the connecting arrows represent
the direction of communications between the system components and the tool.
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The diagram identifies that the PATS Arrival Manager tool interfaces with two other
PATS tools, the Negotiation Manager and the Trajectory Predictor, the AMD (Arrival
Manager Display) and other facilities within the integrated platform.  The diagram
also identifies that there is two way communication between the tool and the PATS
Trajectory Predictor, the AMD and the platform.  There is only one way
communication to the PATS Negotiation Manager.

The following sections describe the PATS Arrival Manager tool external interfaces.

2.2.1 Sub-system Terminators

PATS Trajectory Predictor (ref. [1])  The tool utilises the PATS Trajectory Predictor to
generate aircraft trajectories  from the aircraft’s current position to the runway
threshold, taking into account any constraints set by the tool.  The tool may set
constraints to define or redefine the STAR to be flown; to restrict the departure time
from the metering fix; to restrict the arrival time at the gate; and to restrict the holding
pattern to be flown at the metering fix (if holding is required to accommodate any
delay).
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PATS Negotiation Manager (ref. [2])  The tool utilises the PATS Negotiation Manager
to apply a set of trajectory constraints computed by the tool to an aircraft in the ‘real
world’ context.  This may involve co-ordination with upstream air traffic controllers
and negotiation with the aircraft via datalink.

The tool will initiate one of two different types of negotiation, either an ‘indirect
negotiation’ or a ‘formalised clearance’.  It is expected that constraints associated
with an ‘indirect negotiation’ will be co-ordinated with upstream controllers prior to
being negotiated with the target aircraft.  It is expected that constraints associated
with a ‘formalised clearance’ will be immediately negotiated with the target aircraft,
without co-ordination.

AMD (Arrival Manager Display)  The tool utilises the Arrival Manager Display to
interact with the air traffic controller.  The Arrival Manager Display outputs to the
controller a graphical view of the sequence computed by the tool, and accepts inputs
from the controller to initiate manual updates to the sequence.

Platform.  The tool utilises the platform to provide some additional facilities that are
not provided by other PATS tools.  To support this tool, the platform should be able
to provide flight plans; alternative context creation and deletion to enable modelling
of constraints without modifying the ‘real world’ situation; regular time updates;
notification of flights being deleted; a mechanism for communicating asynchronously
with the NM and TP PATS tools; and, optionally, to provide the tool with configuration
data.

2.2.2 Sub-system Inputs

Input PATS Trajectory Predictor Events.  The tool receives data from the PATS
Trajectory Predictor tool.  The data received is a representation of an aircraft’s 4D
trajectory.  The data is received either as an asynchronous response to prediction
requests made by the tool to the TP, or as a result of aircraft trajectory updates
initiated by controller or pilot intervention.

The tool utilises trajectories to determine times at significant points (gate arrival time
and  metering fix departure time) and, if applicable, generated holding patterns, to
either assist in arrival sequence planning and stack management, or to check
compliance with constraints previously set by the tool.

Input AMD Events.  The tool receives data from the AMD (Arrival Manager Display).
The data received represents commands entered through a GHMI by an air traffic
controller who wishes to make a manual amendment to the sequence computed by
the tool.

Input Platform Events.  The tool receives data from the integration platform.  There
are a number of different types of data that can be received from the platform.  The
different data types are as follows:

• Arrival flight plan

• Flight plan deleted notification

• Time update (received at short regular intervals, normally every 6 seconds)

• Configuration data (optional)
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An arrival flight plan is used to inform the tool about a new flight that is to be
accommodated into the arrival sequence for the airport being managed.  Notification
of a flight plan being deleted is used to inform the tool that it no longer has to
process information for the associated flight.  Regular time updates are used to
initiate any periodic processing that is carried out by the tool (for example, a periodic
check is made to ascertain if any arrivals are ready to be ‘frozen’).

Configuration data is either received from the integration platform or from a file local
to the tool.  The source of the configuration data is decided during integration of the
tool into the destination runtime system.  The configuration data required by the tool
is as follows:

• Identifier of airport to be managed

• STAR information

• Stack information

• Legal minimum wake vortex separations

• Aircraft type information

• Other tool specific information

2.2.3 Sub-system Outputs

Output PATS Trajectory Predictor Events.  The tool sends data to the PATS
Trajectory Predictor tool.  The data sent to the TP represents requests for trajectory
predictions utilising the constraints specified.   The tool expects to receive an
asynchronous response to a prediction request.

There are two different sets of constraints specified to the TP.  Firstly, the tool will
specify a STAR, metering fix exit time, gate arrival time and, if required, constraints
on the holding pattern to be flown at the metering fix, all to be used in a trajectory
prediction for the associated aircraft.  Secondly, the tool will specify only an alternate
STAR to be used in a trajectory prediction.

Output PATS Negotiation Manager Events.  The tool sends data to the PATS
Negotiation Manager tool.  The data sent to the NM represents requests for
negotiations utilising the context specified.

Depending on the ‘freeze status’ of the aircraft, the type of negotiation that the tool
will request will be either, for ‘variable’ aircraft an ‘indirect negotiation’ or, for ‘frozen’
aircraft, a ‘formalised clearance’.

No responses are expected by the tool following these outputs being sent to the
PATS Negotiation Manager tool.

Output AMD Events.  The tool sends data to the AMD (Arrival Manager Display).  The
data sent provides the AMD with information about the arrival sequence for the
airport being managed.  Rather than the tool sending to the AMD a large package of
data relating to the whole arrival sequence, data is sent on a per arrival basis.  There
are four types of communication sent from the tool to the AMD, as follows :

• Create aircraft

• Freeze aircraft

• Change aircraft class

• Planned aircraft
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Create aircraft is sent when the tool is informed about a new arrival that is to be
included within the arrival sequence.  Freeze aircraft is sent when the tool determines
that the ‘freeze time’ for an arrival has been reached, and informs the AMD that the
tool has initiated the ‘freezing’ process.  Planned aircraft is sent when the ‘freezing’
process is complete.  Change aircraft class is sent when the tool determines that an
aircraft has failed to meet the constraints specified by the tool, and this should be
flagged to a controller who should manually intervene to resolve the planning
problem.

No responses are expected by the tool following these outputs being sent to the
AMD.

Output Platform Events.  The tool sends data to the platform.  The data sent to the
platform represents requests to create and cancel contexts that are used by the tool
to model the affect of new or revised constraints without modifying the ‘real world’
situation.

In response to a create context request, the tool expects a synchronous response of
a unique context identifier to be returned.   This context identifier is used in
subsequent requests to the PATS Trajectory Predictor and Negotiation Manager
tools to indicate that the tools should utilise the constraints held within the defined
context for the associated aircraft, rather than the constraints that currently exist
within the ‘real world’ situation.

No response is expected to a cancel context request.

2.3 DEVELOPMENT PROCESS

2.3.1 History of Tool Development

DLR Braunschweig.  The Arrival Manager was originally developed and implemented
by DLR in Braunschweig, Germany and was used in the PD/2 (arrival management)
trial held at DLR, during the early part of 1997.  The same tool was also used as a
basis for the arrival manager tool used during a second PHARE arrival management
trial (PD/2+) that was staged at NATS (ATMDC, Hurn Airport) during August /
September, 1997.

The Arrival Manager developed for DLR was intended to work within the DLR
ATMOS simulator linked to a PARADISE Platform running on Sun workstations which
hosted the PATs.  In PD/2 the PATS toolset only comprised the Arrival Manager,
Conflict Probe, Flight Path Monitor, Negotiation Manager and Trajectory Predictor.
The Arrival Manager was the only client tool and was split into two parts, the CMS
part which interfaced to the other PATS and the PARADISE platform, and an ATMOS
part which interfaced with the GHMI.  The split of the tool was forced by the
architecture of the simulation platform.

The Arrival Manager in PD/2 was specifically written for the trial which was based
around a simulation of Frankfurt approaches to runways 25 Right and Left.  The
simulated system was simplified in that approaches from the Metering-fixes North
and South of Frankfurt were routed to the North (right) or South (left) runway
respectively.  Only approaches from the west via the Rudesheim metering fix were
sequenced to either the North or South to balance the load between the runways.
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A further simplification of the trial was that there was no trajectory amendment
external to the Arrival Manager as it was assumed that aircraft would be retained on
the fixed 2D route.  There was no Problem Solver tool or trajectory editing in PD/2.
However, the PD/2 Arrival Manager provided simple deconfliction of overtaking traffic
on STARs.  This was carried out by imposing altitude constraints on one of the
conflicting aircraft in the pair either before or after the conflict.  Only three iterations
of these deconfliction attempts were made before the Arrival Manager abandoned
the deconfliction and the conflict would then be highlighted to the controller through
the GHMI.

NATS.  A PD/2+ trial was staged at NATS during August and September, 1997, with
the intention of exercising exception handling within the Arrival Manager.  Before the
trial, NATS developed additional functionality for the Arrival Manager to support the
automatic re-planning of aircraft flying missed approaches.  Additionally for the
PD/2+ trial, a number of minor enhancements were identified and these were
implemented within the tool by NATS during integration into the NRF platform, along
with some fault fixing.

NATS took over development of the PATS Arrival Manager from DLR in August
1997.  The objective was to develop and enhance the tool further from the PD/2+
level for the final PHARE trials (PD/3) to be held in the first and second quarters of
1998 at various sites within Europe.

The primary work undertaken by NATS has been to revise the implementation to
provide the functionality required for PD/3 including a more generalised capability to
support arrivals at different airports.  The change in function and architectural design
meant that the timescale for the work was particularly challenging.

Large complex sections of the PD/2 tool required to support the partitioned
architecture of the PD/2 simulation platform rather than the Arrival Manager
functionality.  Additionally, some fundamental problems within the sequencing
algorithms were found, and a full review of the functionality for PD/3 was required.
Therefore, it was decided that development should be focused on simplifying the
Arrival Manager structure and then upgrading the sequencing algorithms.

Once NATS had developed a simplified tool that correctly sequenced small traffic
samples, further work was carried out to implement some of the new functional
requirements requested for PD/3.

The reason that the Arrival Manager had been partitioned into two separate ‘tasks’
was to attempt to separate the functionality that was specific to integration within
CMS, from the arrival management functionality implemented within the tool.  In this
way, development of the tool could be carried out independently of development of
the platform interface.

The reason for there being a file interface between the tool and the Arrival Manager
Display was to provide a simple, platform independent mechanism for communicating
with the display software.  Additionally, the file interface provided a useful debug
mechanism, since the file acted as a log of communications that had taken place
during execution.
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2.3.2 Dropped Ideas and Concepts

Arrival Manager / Departure Manager Co-operation.  A requirement was identified for
PD/3 to enhance the tool to incorporate co-ordination with the PATS Departure
Manager tool.   This would provide a facility for automatically managing a mixed
mode runway1.  Time slots on the runway could be automatically reserved for
departures to take off, and departures could be scheduled during less busy periods
in the arrival traffic pattern.

This requirement was of low priority, and it was eventually dropped when the
decision was made by the PD/3 project that Arrival and Departure Management
would not be simulated together at any of the three sites.

Automatic Conflict Resolution.  The PD/2 Arrival Manager incorporated algorithms
that attempted to automatically resolve conflicts identified as the computed arrival
sequence was being implemented.  This functionality was implemented to provide
some assistance to the TMA controllers, who had no other tool to use to solve
conflicts.

In order to solve a conflict, the tool computed altitude constraints to be applied at
STAR points between the metering fix and gate, in an effort to re-establish safe
separation between aircraft on approach.  If a conflict could not be resolved after a
pre-defined number of attempts had failed, then the controller was informed of the
conflict through the Arrival Manager Display.

A different approach to conflict resolution within the TMA was proposed for PD/3.
Controllers were provided with a separate conflict solving tool (TEPS), that allowed
controllers to edit aircraft trajectories within the TMA.  Therefore, the automatic
conflict solving functionality implemented with the tool, was removed.

Processing Of Aircraft Deviations.  The PD/2 Arrival Manager incorporated algorithms
that automatically called the Trajectory Predictor with the position of aircraft that were
deviating significantly from their system trajectory to generate a new trajectory from
the actual position of the aircraft.  This functionality allowed the system to
automatically handle aircraft deviating from system trajectories.  It was not used in
the PD/2 trial.

The automatic regeneration of a trajectory from the position of a deviating aircraft
was removed for PD/3 as it was foreseen that controllers would prefer to correct the
deviation of the aircraft or initiate a new trajectory generation themselves, rather that
the system automatically changing and regenerating a new trajectory.

Missed Approaches.  For the PD/2+ trial, algorithms were implemented within the tool
for automatic re-planning of aircraft flying missed approaches.  However, due to
difficulties in automatically determining if an aircraft was to fly a missed approach
procedure, the function was not used during the PD/2+ trial.

During meetings to discuss the requirements for PD/3, it was evident that the trial
sites had no plans to fly missed approaches during their experiments, so this
correction of this functionality was allocated a low priority for PD/3.  As a result, this
functionality has not been implemented within the final versions of the tool although
the algorithms are still available within the version of the tool used for PD/2+.

                                               
1 A mixed mode runway is one that is used for both arrivals and departures interleaved, requiring sequencing to

be shared.
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Partitioning Of Core And CMS Interface Components.  The PD/2 Arrival Manager
was comprised of two separate sections of code, one that implemented the core
arrival management functionality and the other that implemented an interface to the
CMS platform.   There was some duplication of function within the two sections. For
example, both sections maintained their own flight plan database.  Communication
between the two sections was implemented as a shared file interface, and this was
integrated with the shared file mechanism used to communicate with the Arrival
Manager Display.

As the split had been to cope with the PD/2 simulation platform architecture and was
inefficient in the expected PD/3 simulators, the split was removed for PD/3.  This
both simplified the implementation and improved the performance.

Shared File Mechanism For Communicating With AMD.  The PD/2 Arrival Manager
incorporated a file interface that was used to communicate with the Arrival Manager
Display.  There were two main problems identified with this mechanism.  Firstly,
performance of the interface was inefficient because of the use of system files.
Secondly, concern was raised by the PD/3 sites because of the requirement to
integrate a non-standard interface.

For these reasons, the shared file interface was removed and suitable routines were
provided for communicating with the Arrival Manager Display using the tool’s normal
API.

Early/late time calculation.  The original optimal sequence computation algorithms
implemented within the tool utilised early/late time data generated by the Trajectory
Predictor for arrivals to assist in the determination of the optimal arrival sequence.
The early-time was the earliest possible arrival time for the aircraft.  It was used to
ensure that aircraft being (re)scheduled by the Arrival Manager were not expedited to
a time earlier than they could achieve.  The late-time was used to determine if an
arriving aircraft would enter a hold (causing subsequent stack management
functionality to be invoked) as a result of (re)scheduling to a later arrival time.

The early/late time data is computed for an aircraft based on the position of the
aircraft at the time of computation.  Clearly, as the aircraft advances from it’s current
position, it’s capacity for achieving an earlier or later (without holding) arrival time
diminishes, and the aircraft no longer has the capability to meet early/late times
computed at a previous position.

However, the implemented algorithms did not recognise that the early/late time data
for an arrival soon becomes stale as the aircraft proceeds along it’s trajectory. The
effect was that when arrival constraints were issued by the tool, arrivals could be
scheduled earlier than their earliest achievable time, and trajectories for delayed
arrivals could include unexpected holding patterns.

Therefore, the algorithms were modified to remove the utilisation of early/late time
data.  Time advancement is now not implemented, and arrivals are now scheduled at
their preferred time of arrival or later.  Additionally, stack management functionality is
invoked as a result of the Trajectory Predictor determining that a holding pattern is
required to accommodate a delay, rather than by the tool deciding that an aircraft will
hold based on the duration of the planned delay.
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An alternative solution to this problem would have been to use valid early/late time
data within the computation algorithms.  This would have been acquired either by
computing the data with the aircraft at an assumed advanced position (so that the
data was valid whilst the aircraft was in advance of this position), or by re-computing
the data at a regular frequency (so that the data was updated as the aircraft
progresses along it’s trajectory).

Following a review of the implemented algorithms it was concluded that further
research was required to fully define an algorithm that could utilise early data to
properly implement time advancement within the sequence generation algorithms.
However, after this conclusion was reached, there was not time within the PATS
Arrival Manager project prior to the PD/3 trials to research and implement a time
advancement algorithm.  Therefore, and since an alternative method of invoking
stack management functionality had been successfully identified and implemented, it
was decided that early/late time data would not be used, and the alternative solutions
to use valid data were not pursued.
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3. REQUIREMENT DESCRIPTION 2

3.1 USER REQUIREMENTS

3.1.1 Planning Assistance

The tool shall provide arrival planning assistance to the air traffic controller through:

• the computation of an optimal arrivals sequence

• ensuring that minimum legal separations are maintained between aircraft within
holding patterns and at the approach gate.

3.1.2 Guidance Assistance

The tool shall provide aircraft guidance assistance to the air traffic controller through:

• the computation of 4D constraints to guide aircraft so that they land on their
allocated runway and meet their allocated approach gate arrival times.

• the automatic initiation of implementation of the computed 4D constraints into
‘real world’ trajectories of aircraft within the arrivals sequence.

3.1.3 Controller Intervention

The tool shall enable the air traffic controller to manually intervene in the operation of
the tool by providing facilities for:

• influencing the optimal sequence computation algorithms

• editing the ‘fixed’ part of the computed sequence

• performing ‘what if’ modelling

3.2 FUNCTIONAL REQUIREMENTS

3.2.1 Runway Allocation

Requirement:  The tool shall allocate a landing runway to each aircraft within the
arrival sequence.

Description:  As part of the planning assistance provided to the air traffic controller,
the tool shall allocate arrivals to landing runways.  Allocation shall take place during
the computation of the optimal arrivals sequence using a set of generic rules.  The
sequence computation algorithms shall utilise runway allocation as a method of
resolving minimum legal wake vortex separation violations at the approach gate by
switching aircraft from one landing runway to another.  Additionally, during peak
periods within the arrival pattern, the algorithms shall evenly balance the arrival traffic
between each of the available landing runways.

                                               
2 A formal definition of the requirements can be found in document Reference [9].
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3.2.2 Sequencing And Scheduling

Requirement:  The tool shall compute an optimal sequence and schedule of arrivals
traffic at the approach gate.

Description:  As part of the planning assistance provided to the air traffic controller,
the tool shall compute an optimal sequence and schedule of arrivals traffic at the
approach gate.

When computing an optimal arrivals sequence, the tool shall re-evaluate the landing
runway and gate arrival time of all aircraft within the sequence that are outside the
configurable planning horizon around the airport being managed.

3.2.3 Handling Of Controller Inputs

Requirement:  The tool shall accept inputs from an air traffic controller entered into
an Arrival Manager Display.

Description:  The tool shall provide the following facilities for influencing the
automatic sequence computation algorithms:

• Amend the flow rate of arrivals at the airport being managed (flow change)

• Reserve a time slot on a specific runway (add slot)

• Cancel a previously reserved time slot on a specific runway (cancel slot)

The tool shall provide the following facilities for editing the fixed part of the computed
sequence:

• Amend the scheduled time of arrival of an aircraft (move aircraft)

• Swap two aircraft in the sequence (sequence change)

• Amend the landing runway of an aircraft (runway change)

The tool shall provide facilities for the performing ‘what if ‘ modelling using the
computed sequence.  This is discussed further below.

3.2.4 Stack Management

Requirement:  The tool shall perform stack management.

Description:  The tool shall record the holding patterns of aircraft at pre-defined fixes
and use this information to ensure that safe separations are maintained between
holding aircraft whilst flying their holding patterns.  If a conflict is identified between
two holding aircraft, then the tool shall automatically determine how to restrict the
flight levels available to one aircraft in order to solve the conflict.

3.2.5 3.2.5 What If Modelling

Requirement:  The tool shall provide facilities for the performing ‘what if ‘ modelling.

Description:  The tool shall provide a facility for an air traffic controller to model the
affect of manually editing the sequence without affecting the ‘real world’ situation.
The operations that shall be modelled are:

• Amend the scheduled time of arrival of an aircraft (move aircraft)

• Swap two aircraft in the sequence (sequence change)

• Amend the landing runway of an aircraft (runway change)
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The controller shall have the option to either accept or reject the sequence generated
following a modelling exercise.  If the sequence is accepted, then the ‘real world’
situation shall be updated.  If the sequence is rejected, then the ‘real world’ situation
is unaffected.

3.3 IMPLEMENTATION DEPENDENT REQUIREMENTS

3.3.1 Integration

Requirement:  The tool shall be capable of being integrated into a number of
different air traffic control simulation systems.  These systems shall include:

• NARSIM (at NLR)

• ESCAPE (at EEC)

• NRF (at NATS)

Description:  The tool shall be developed without dependency on the platform that it
is to be integrated into.  Additionally, a suitable API shall be provided that ensures
that the integration activity is as simple as possible.

3.3.2 Client/Server Architecture

Requirement:  The tool shall be developed to work in a client / server architecture.

Description:  The tool shall be developed so that it is capable of being integrated into
a client / server architecture.  The tool shall be developed in a manner that allows
communications to take place either synchronously or asynchronously.  In this way,
delayed responses to requests for data made by the tool shall not cause processing
of other inputs to be delayed.

3.3.3 Platform Independent

Requirement:  The tool shall be developed in a platform independent manner.

Description:  The tool shall be developed so that there is no reliance on any
underlying operating system (for example, UNIX).  The developed software shall not
make references to platform specific functions.

3.3.4 Configuration Data Source

Requirement:  The tool shall be capable of accepting configuration data from either
servers within the simulation platform and / or a configuration file.

Description:  The tool shall be developed with an API that allows configuration data
to be passed in during initialisation.  Additionally, the tool shall provide suitable
routines for reading all required configuration data from a file.  These routines shall
be used by default.  This provides the integrator with the option of reprogramming
part or all of the configuration data interface, so that configuration data can be
obtained from other servers within the integrated system, rather than the file provided
with the tool.
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4. IMPLEMENTATION

4.1 HOW DEVELOPED

The Arrival Manager was initially developed to meet the requirements of PD/2.  The
major functional requirements were seen to be sequencing, deconfliction and
interfacing with the other tools and the platform.  Unlike the other PATS tools which
were developed in Ada, the Arrival Manager was developed with an object orientated
approach and written in C++.

The sequencing and runway balancing algorithms were developed based on
experience with the development of the COMPAS tool.  In order to allow research
into the sequencing the Arrival Manager was written in two parts: the sequencer and
the platform part.  The work on the development of the PHARE CMS platform was
happening in parallel, therefore having the separately developed sequencer meant
that the Arrival Manager could be trialled with it’s GHMI by driving it with timed inputs
from a file.  This input file was retained when the platform was available as a ‘shared-
file’ method of passing data from the ‘platform’ to the ‘sequencer’ of the Arrival
Manager.  PD/2 made use of the standalone capability of the Sequencer as the
Arrival Manager in the baseline organisations of the trial.

The Problem Solver logic was added at a late stage of the PD/2 Arrival Manager
development when it was realised that there was no tool for the controllers to use for
deconfliction in the TMA.

The subsequent development activity undertaken at NATS did not follow a formal
methodology, rather the activity built on the PD/2 software.  Time limitations made it
unfeasible to reverse engineer the tool to produce accurate design specifications that
could be used as a starting point for using a recognised method to design and
develop enhancements to the tool.

Modifications to the PD/2 software were made in stages.  Modifications to source
code have been controlled using the RCS source code control toolset.  Testing has
been carried out at the end of each stage of modifications to ensure that the
modifications are correct, and existing functionality has not been affected.

Testing of the PD/3 Arrival Manager was carried using the NATS Research Facility,
with the tool integrated into the system developed for the PD/2+ trial.  This provided a
platform that was quite similar to the platforms to be utilised for PD/3, and was quite
adequate for testing the majority of the tool.  However, the PD/2+ test system is
limited by the version of the PATS Trajectory Predictor tool supported, and the limited
facilities available for trajectory negotiation since the PATS Negotiation Manager tool
was not integrated.  This means that it was not possible to fully test the stack
management capability implemented within the tool, since there was an old version
of the EFMS within the integrated PATS Trajectory Predictor tool.  This old version of
the EFMS utilised a different method of generating holding patterns from the latest
EFMS version.  Additionally, it was not possible to verify integration of the tool with
the PATS Negotiation Manager tool at NATS.

Following delivery of the tool to the PD/3 sites, NATS have spent a period of time on
site supporting the integration activity.  The majority of this time has been spent at
NLR Amsterdam, who were the first site to attempt integration.  This support enabled
problems to be identified first hand and quickly rectified.  Modifications made on site
were accurately recorded and reapplied at NATS in the official source code versions.
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4.2 TECHNICAL ENVIRONMENT

The tool is written in the C++ programming language.  The source code is maintained
at NATS on a UNIX file server accessed from a network of SUN workstations.
Modifications to the source code are managed using the RCS source code control
toolset.

Executable versions of the tool have been successfully built using the GNU C++
compiler / linker toolset.  Additionally, executable versions have been successfully
built following modification of the tool to remove the usage of nested templates, using
the HP C++ compiler / linker toolset.

The tool has been successfully integrated into three different simulation platforms,
the NATS Research Facility at the ATMDC in Bournemouth; NARSIM at NLR in
Amsterdam; and ESCAPE at EEC in Bretigny.

4.3 PERFORMANCE ISSUES

4.3.1 Responding To Arrival Manager Display Inputs

The tool has a requirement to respond to inputs from the Arrival Manager Display
within a reasonable timeframe.  The inputs from the display software represent
commands entered by an air traffic controller who is wishing to manually edit the
arrival sequence computed by the tool.  Clearly, response has to be given to the
controller within an acceptable timeframe, otherwise it would be far too frustrating to
use the facility.

4.3.2 Responding To Ground Generated Trajectories

Prior to a set of 4D constraints computed by the tool being implemented within the
‘real world’ trajectory of an aircraft, the effect of the constraints on the aircraft’s
trajectory is modelled within the ground system.  This results in a ground generated
trajectory being returned to the tool.  This trajectory has to be checked by the tool to
ensure that the 4D constraints are met, prior to initiating implementation within the
aircraft’s ‘real world’ trajectory.

There is a requirement for the tool to check the ground generated trajectory within a
reasonable timeframe of it’s generation.  If the tool detects that the computed
constraints have been met within the ground generated trajectory, then the tool
initiates implementation of the constraints within the aircraft’s ‘real world’ trajectory.
For a datalink equipped aircraft, a negotiation is initiated, and for an unequipped
aircraft the ‘real world’ trajectory is updated within the ground system, and new
advisories are generated by the system.

In both cases it is important that the aircraft is capable of complying with the
trajectory generated within the ground system when the constraints were originally
modelled.  Therefore, the conditions of the aircraft at the time the constraints are
actually applied must be as similar as possible to the conditions when the ground
generated trajectory was computed.  The greater the time lapse then the more
chance there is that the aircraft in the real world will not be able to perform as
modelled in the ground system.  The effect of this would be aircraft failing to meet the
computed constraints and a resulting increase in controller workload.
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4.3.3 Responding To Aircraft Reaching Planning Horizon

When an aircraft reaches the configurable ‘planning horizon’ around the airport being
managed, the tool initiates implementation of the computed 4D constraints into the
aircraft’s ‘real world’ trajectory.  The tool decides if an aircraft has reached the
‘planning horizon’ by determining the arrival time at the horizon from the aircraft’s
‘real world’ trajectory, and comparing this time with the current simulation time.  If the
simulation time is the same or later, then the tool decides that the ‘planning horizon’
has been reached.

The tool has to initiate implementation of the 4D constraints at a time that is
reasonably close to an aircraft’s ‘planning horizon’ arrival time.  If the tool is too early
or late then this may cause an undesirable affect within the system, since the aircraft
will be at an unexpected position when the constraints are applied to it’s trajectory.  A
delayed application of constraints may cause an aircraft, that is required to delay, to
hold when otherwise the aircraft may have been able to accommodate the delay
through speed control if the constraints were applied on time.  Conversely, an early
application of the constraints may cause upstream controllers to be adversely
affected.

The tool periodically polls the ‘planning horizon’ arrival times of aircraft within the
computed sequence to determine if any aircraft has reached the ‘planning horizon’.
The tool receives a regular periodic event that is used as a trigger to initiate polling.
The periodicity of the event received by the tool, and the response time to it, must
provide a polling frequency that gives sufficient accuracy in determining when an
aircraft arrives at the tool’s ‘planning horizon’.

4.4 PROBLEMS FOUND AND SOLVED

4.4.1 Sequencing Algorithms

During the initial phase of development for the PD/3 Arrival Manager, a series of
small scale tests were carried out to verify the behaviour of the sequencing
algorithms within the version of the tool used during the PD/2 and PD/2+ trials.  The
results of these tests indicated that there were some errors within the sequencing
algorithms that were causing aircraft to be re-ordered within a sequence when it was
clearly wrong to do so.

Therefore, for PD/3 a full review of the sequencing algorithms was carried out and
their implementation was revised to fix the identified problems.

4.4.2 Automatic Runway Reallocation

The PD/2 Arrival Manager did not incorporate a facility for automatically reallocating
an aircraft to land on a different runway.  The tool would compute the optimal landing
runway for an aircraft during the first planning cycle, but once the runway had been
decided, the allocation remained fixed within subsequent sequence re-computations.
This placed limitations on the level of optimisation achieved within the computed
sequence, since there are fewer options available for resolving a minimum legal
wake vortex separation violation.

Algorithms were implemented within the PD/3 Arrival Manager to automatically re-
evaluate runway assignments during each sequence re-computation.
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4.4.3 Depth Of Search

During initial phases of integration testing at PD/3 sites, it became apparent that
under some circumstances, the tool was taking too long to compute an optimal arrival
sequence.  There were circumstances where the tool would take minutes to compute
a sequence.  This was clearly unacceptable, since processing of other inputs by the
tool was disabled during computation.

The performance problems within the sequence computation algorithms occurred as
the number of aircraft within the sample increased.  Increases in the number of
aircraft result in an exponential increase in the number of combinations of arrival
sequence to be evaluated, and this gives a similar exponential increase in the time
taken to compute a sequence.  The obvious solution to this problem is to limit the
number of candidates for runway reallocation during any one execution of the
sequence computation algorithms.

There are three mechanisms implemented to limit the number of candidates.  The
first mechanism is to exclude all entries that have an STA significantly earlier (a time
difference that is greater than the maximum legal wake vortex separation) than the
STA of the entry causing the sequence re-computation.  The second mechanism is
to exclude all entries that have an STA later than the end of a significant gap (a time
difference that is greater than two times the maximum legal wake vortex separation)
between STAs of entries, if a gap occurs later than the STA of the entry causing the
sequence re-computation.  The third mechanism is to only allow a configurable
maximum number of runway reallocation candidates in any one sequence re-
computation.  The rationale behind the mechanisms implemented to limit the number
of runway reallocation candidates is described below.

Since time advancement is not used within the sequencing algorithms, under many
circumstances reallocation of entries in the arrival sequence that have STAs
significantly earlier than the STA of the entry causing the re-computation will have no
affect when accommodating the entry in the updated sequence.  It may be that a
more optimal solution would be computed if all earlier entries up to the first earlier
significant gap (a time difference that is greater than the maximum legal wake vortex
separation) between STAs of entries were considered for reallocation, since a
number of earlier entries may have been delayed already.  The optimal solution to
accommodating the STA of the new / revised entry may be to allocate an earlier entry
to a different runway, rather than, as currently implemented, an entry that is within
the maximum legal wake vortex separation.

Since the maximum that an entry, or a number of entries, will have to be delayed by
to accommodate the entry causing the sequence re-computation is the maximum
legal wake vortex separation, if a gap of at least twice the maximum legal wake
vortex separation exists between two entries, then a maximum delay of the preceding
entry will not violate the minimum legal wake vortex separation with the following
entry.  Therefore, any entry that has an STA later than a gap in STAs that is greater
than twice the maximum legal wake vortex separation, will not be affected and need
not be considered for runway reallocation.
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Since the two mechanisms, already described, for limiting the number of candidates
for runway reallocation do not guarantee to limit the number of candidates to an
acceptable number (that enables sequence re-computation to take place within an
acceptable timeframe), a configurable limit is used to cap the number of candidates.
If the number of candidates exceeds the configurable limit, then the candidate entries
with STAs furthest away from the STA of the entry causing sequence re-computation
are the first to be removed from the runway reallocation candidate list.  The value of
the configurable limit will be a rule of thumb, and most likely derived from observing
the time taken to re-compute a new sequence during initial system testing.

4.5 UNSOLVED PROBLEMS

4.5.1 Time Advancement

The implemented optimal arrival sequence computation algorithms do not have the
capability to assess if a more optimal solution would be generated if one or more
aircraft were advanced in time to arrive earlier than their ETA.  The algorithms will
only schedule aircraft to arrive at their ETA or later.

There are two areas that require investigation in order to solve this problem.  Firstly,
the core sequencing algorithms should be reviewed to establish how time
advancement could be implemented, and to identify where there are dependencies
within the arrival manager on only being able to delay aircraft.  Secondly, an
algorithm for determining the “early time” window to be used by the core algorithm
should be investigated.

The “early time” window would have to be valid for an aircraft at the time when the
constraints are applied, and not just be valid for the time when the window is
computed.  The PATS TP does offer a facility for computing “early times”, however
these are computed based on the aircraft being at it’s current position, and it is
extremely unlikely that the “early time” would be achievable when a revised set of
constraints were applied to the aircraft (since the aircraft would have advanced along
it’s trajectory at it’s current speed, whereas to meet the “early time” the aircraft would
probably have to speed up immediately).

4.5.2 Support For Dependent Runways

The implemented optimal sequence computation algorithms do not have the
capability to ensure that a legal minimum separation exists between aircraft landing
on different, but dependent, runways.  The algorithms will only ensure that a legal
minimum separation exists between aircraft landing on the same runway.

Resolution of this problem world require enhancements to the optimal sequence
computation algorithms to ensure that consideration was given to determining the
optimal solution for implementing a minimum staggered separation within a
sequence.  The optimal solution may be obtained by readjusting runway allocations
rather than applying a delay to an aircraft to implement a minimum separation.
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4.5.3 Extended Rules For Runway Allocation

The implemented optimal sequence computation algorithms will schedule aircraft to
land on a different runway if a more optimal overall arrival sequence is generated as
a result (even if the more optimal arrival sequence provides only a minimal
improvement).  The algorithms do not consider, for example, that aircraft from a
certain airline may prefer to land on a specific runway because taxi times to the
terminal are reduced, or that aircraft of a certain type are restricted to land on certain
runways.

4.5.4 Algorithm Performance Due To Inefficient Implementation

The implemented optimal arrival sequence computation algorithms have been
revised to limit the depth of search for an optimal solution to ensure that a good, but
not necessarily optimal, solution is generated within an acceptable timeframe.  It is
desirable that the depth of the search performed by the algorithms is as deep as
possible since the resulting arrival sequence from a deeper search will be closer to
optimal.  It is considered that the implementation of the current algorithms is
inefficient and that a more efficient implementation of the algorithms would also yield
a performance improvement.

4.5.5 Implementation Design

The PD/3 arrival manager (the final PHARE version) has evolved over a period of
time as new functionality has been introduced and problems identified within older
versions have been fixed.  The original design of the implementation of the arrival
manager has been somewhat compromised to accommodate the large number of
revisions.  The result is a final implementation that is difficult to understand, difficult
to enhance and difficult to maintain.

4.5.6 Introduction Of Conflicts

The sequencing algorithms implemented within the PD/3 arrival manager produce an
optimal overall arrivals sequence for an airport, that is comprised of a number of
arrival sequences, one for each of the available landing runways.  The optimal
sequence is the combination of arrival runway allocations that yields a total minimum
deviation of all arrivals from their ETAs at the allocated runways.  The set of criteria
used  for evaluating if one sequence is more optimal than another, does not consider
the impact on controller workload that may, or may not, be incurred in attempting to
establish conflict free trajectories that meet the computed optimal sequence.

Therefore, the potential exists for the arrival manager to compute an optimal arrivals
sequence that introduces conflicts that are either particularly complex to resolve or in
such volume, that it is impossible for the controller to implement the optimal
sequence safely.  The likelihood of this situation arising is dependent on the route
structure design within the TMA.  As the TMA route structure complexity increases
(i.e. the number of route merging fixes increases, or the number of routes that cross
increases) then the likelihood of the optimal arrivals sequence causing an impossible
conflict situation within the TMA also increases.
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4.5.7 Optimal Stack Route Planning

The implemented algorithms for the computation of conflict free holding patterns of
aircraft within a stack react to trajectories that contain holding patterns.  When such a
trajectory is received, the algorithms compare the holding pattern within against the
known holding patterns of other aircraft at the same holding fix.  If a conflict is
identified, then a revised holding pattern is computed for the aircraft to provide a
conflict free route through the stack.  There are some circumstances when a holding
pattern is computed that causes an aircraft may enter the stack at a lower flight level
than aircraft already holding within the stack.  This situation does not arise within
current day operations, and is an indication that the ordering of aircraft within the
stack has not been planned (which is a side effect of the reactive operation of the
algorithms).

A better solution would be to re-evaluate the ordering of aircraft within a stack when
a new or modified holding requirement of an aircraft is identified.  This would provide
an opportunity to modify the stacking order of aircraft within a stack so that planning
algorithms could be applied.  There would need to be further research to define what
the planning algorithms should be and to compare one stacking order against
another to determine which should be adopted.  Implementation of a revised
approach may require modification to other tools within the PATS toolset, or to
services provided by the host platforms (for example, a service to request a trajectory
prediction with an aircraft at an assumed advanced position may be required - to
determine the holding requirements of an aircraft at a future time when the arrival
manager is due to issue arrival time constraints).

4.6 LESSONS LEARNT

4.6.1 Systems Engineering Approach

The PHARE program has been organised in such a way that development of tools,
platforms and GHMIs has been carried out by different teams in different European
countries.  This distributed organisation has caused some communication difficulties
between teams, and there has not been a central team to advise on how the
integrated system should be achieved.  This has resulted in the integration teams
(responsible for integrating systems to support  a PHARE demonstration) having to
make fundamental decisions about the manner in which the different system
components interact, without necessarily understanding the impact on the underlying,
overall operational concept of PHARE.  Additionally, it has resulted in system
components being developed that do not properly interact with each other (without
modification).

Future developments would benefit from central management by a systems
engineering function, that has responsibility for developing and modifying the overall
system concept (requirements), and partitioning the concept so that system
components and interfaces are identified, and consistent requirements allocated to
each.  Systems engineering should be closely involved in the systems integration
activity to ensure that the system components are properly linked together to provide
a system that satisfies the system level PHARE concept.

Management by a central team will also provide far more opportunity for lessons
learnt from one demonstration to be carried forward to the next.  PHARE has not
been successful at carrying forward lessons learnt into future work packages.
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4.6.2 Software Engineering Approach

The arrival manager has been written in the C++ programming language.  This
language lends itself very well to the implementation of a software design developed
using an object orientated design methodology.  However, if the software design is
not properly maintained and updated, the use of C++ causes problems, since the
code, in isolation from a good set of design diagrams, can be extremely difficult to
follow.

This is true for the arrival manager.  The original design was undertaken using an
object orientated method, but this design was lost when development of the PD/3
version of the tool was passed over to NATS.  There were a high number of
modifications made to the PD/2 arrival manager in order to create the PD/3 version,
and these were done as the engineers carrying out the modifications developed their
understanding of the PD/2 arrival manager source code.  The result is a set of C++
classes (objects) within the arrival manager software, that work together but do not
represent a good object orientated design.  The resulting software is difficult to
understand, maintain and extend, and there is an over reliance for support on the
engineers who originally carried out the work.

Future developments using the C++ language should be carried out using a top
down object orientated approach, initially focusing effort on producing a coherent
object orientated design prior to writing source code to implement the design.
Modifications and enhancements should be flowed through the design and into the
source code (so that the source code is truly a bi-product of the design), to ensure
that the design is properly upto date and the source code is an accurate
representation of the design.  This approach may be deemed too rigid (or it may not)
within the research environment of developing air traffic management simulation
systems.  If there is a resistance to use this approach within a future project
contemplating the use of C++, then a different language (probably ADA or C) should
be selected.

4.6.3 System Architecture

The increased processing requirements of data within the PHARE system has
caused difficulties with performance within the client / server systems supporting
PHARE demonstrations.  This problem has been particularly evident when the arrival
manager is introduced due to the demands made by the tool to the platform (and
other integrated PHARE tools) for trajectory predictions and trajectory negotiations.

The host platforms used for supporting PHARE demonstrations have all been
developed using a client / server architecture supported by different middleware at
different sites.  The method adopted for integrating PHARE tools into host platforms
has been to “wrap” a tool within an appropriate API (which is understood by the site
specific middleware), and to either create another client or server (as appropriate), or
to merge the tool with an existing client / server within the host system.  The client /
server approach has created bottlenecks within the host platforms, most noticeably in
the case of the trajectory predictor which provides prediction services used by the
each of the available GHMI positions and the arrival manager.

To attempt to overcome this problem, system integrators have had to juggle with
allocating clients and servers to different and enhanced processors, and to enhance
network performance to improve the rates at which data is transferred between
processors.  In the case of the trajectory predictor, it has been necessary to add
extra platform functionality to utilise multiple instances of the tool executing within the
platform.
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These problems bring into question the underlying client / server system architecture,
and it may be that a new architecture would be more appropriate to support the
processing requirements of an advanced PHARE system.  Future developments
should reconsider the complete system implementation, particularly in light of more
recent developments in distributed object implementation using CORBA.  CORBA
provides the capability to implement a system as a set of distributed objects without
having to corrupt an object orientated design model into a series of clients and
servers prior to implementation.  Therefore, an object orientated design can be
implemented as designed, and the CORBA compliant middleware would manage
creation of instances of objects and offer the capability for balancing object creation
across the available processing resource.  This provides a flexible architecture that is
not constrained by static allocation of clients and servers to available processors.

4.6.4 Common Platform For Demonstrations

There has also been a high degree of duplicated effort during the integration
activities prior to a PHARE demonstration.  The different teams carrying out these
activities have had to overcome similar difficulties when integrating the PATS tools
within the chosen host platform for their particular demonstration.  Duplicated effort
could have been avoided if a common platform had been used to support the
PHARE demonstration program.

There have been other difficulties, particularly with the arrival manager, introduced as
a result of utilising different software build toolsets at different integration sites.  The
arrival manager was developed using the GNU C++ compiler.  However, at EEC
Bretigny, the AM was compiled with an HP C++ compiler which did not support
nested templates.  The team were restricted to use the HP C++ compiler since this
was the only version of C++ supported by their particular target platform.  The
integration team at Bretigny had to modify the delivered AM code to re-implement
some of the base classes to remove nested templates.  This was not a trivial task.

Future programs of this nature should select a host platform for trials to be used from
the outset.  This platform should be established and stable prior to the integration of
further tools to support advanced processing.  The platform will then evolve as the
trials program develops, with problems found during one trial being overcome prior to
the next.  Additionally, the software build toolsets should be common to all
developers producing software to be integrated into the host platform.

The benefit of adopting this approach was evident during the PD/1++ staged at
NATS on the NRF.  The PHARE system within the NRF had evolved through the
staging of the PD/1, PD/1+, PD/2+ and finally PD/1++ PHARE demonstrations.  In
the periods between trials, NATS had the opportunity to address problems found in
previous trials, and had the opportunity of ensuring continuity within the teams of
engineers working on the development of the PHARE NRF system.  The stability
within the platform used for the final PHARE trial staged on the NRF (PD/1++) has
enabled a full investigation of the trial objectives to take place.
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5. USAGE OF TOOL

5.1 OPERATIONAL USAGE

5.1.1 During Trial PD/2

The basic layout of the airspace used for PD/2 was taken from the current day
organisation of Frankfurt TMA.  From the arrival manager’s perspective, the key
components of the airspace design for PD/2 were the three metering fixes at
GEDERN (GED), SPESSART (PSA) and RUDESHEIM (RUD), and the two parallel
runways (25 Left and 25 Right).  For the purposes of the experiment, the parallel
runways were treated as independent, so there was no requirement to implement
wake vortex separation minima between aircraft landing on different runways.

The arrival manager was configured to manage arriving traffic into Frankfurt that
originated from three feeder sectors, ACC-SOUTH, ACC-NORTH and ACC-WEST.
Arrivals were operationally separated as follows.  Traffic from feeder ACC-SOUTH
was routed through the metering fix at PSA and could only be scheduled to land on
runway 25L.  Traffic from feeder ACC-NORTH was routed through the metering fix at
GED and could only be scheduled to land on runway 25R.  Traffic from feeder ACC-
WEST was routed through RUD and could be scheduled to land on either runway
25L or 25R.

All controllers were provided with an arrival manager display so that they could view
the computed arrival sequence.  En-route controllers were presented with the
sequence for the metering fix within their sector (for example, the controller for ACC-
WEST was presented with the computed sequence for the RUD metering fix).  TMA
controllers were presented with the computed sequence for the two STAR gates.
However, only the approach planning controller (PC-A) was provided with an arrival
manager display that allowed input and, hence, he was the only controller able to
modify the arrival sequence using the arrival manager.

The arrival manager was configured to “freeze” aircraft on entry to the traffic sample.
Operationally, this had the effect of an arrival being fixed within the arrival sequence
as soon as the aircraft became live within a trial run, and the position within the
sequence and allocated runway would not be subsequently automatically re-
evaluated by the tool.  Interactions by controllers with the GHMI that resulted in
trajectory updates were not allowed during the PD/2 trial runs.

Throughout the PD/2 trial runs, stable operational conditions were applied.  There
was no modelling of weather changes, runway direction changes, missed
approaches or holding aircraft.

For full details of the PD/2 trial see Reference [5].

5.1.2 During Trial PD/2+

The basic layout of the airspace used for PD/2+ was as in PD/2.  There were
additions to the PD/2 airspace design for the PD/2+ experiment, to support routing of
missed approach traffic, and separation of 3D and 4D aircraft within stacks.  Four
further metering fixes were added at TAUNUS (TAU), RIED (RID), CHARLIE (CHA)
and METRO (MTR).  The fixes at TAU and RID were added to be used as holding
resources for missed approach traffic routing back to runways 25R and 25L
respectively.  The fixes at MTR and CHA were added to be used as holding resource
for equipped aircraft flying to runways 25R and 25L respectively.
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The arrival manager was configured to manage arriving traffic into Frankfurt with
operational separations as in PD/2.  There was further configuration of the tool
required for PD/2+ to support management of the exceptions causing missed
approaches and holds intended to be modelled during PD/2+.  Handling of missed
approaches required definition of further STARs with new metering fixes (at RID and
TAU) to route aircraft back to the available runways.  Handling of holding aircraft
required separation of equipped and unequipped traffic in holds.  Unequipped traffic
was planned to hold at the metering fixes at RUD, GED and PSA, whilst equipped
traffic requiring a hold were routed to fixes at MTR or CHA depending on which
runway, either 25R or 25L, they were scheduled to land on.

All controllers were provided with an arrival manager display so that they could view
the computed arrival sequence.  En-route controllers were presented with the
sequence for the metering fix within their sector (for example, the controller for ACC-
WEST was presented with the computed sequence for the RUD metering fix).  TMA
controllers were presented with the computed sequence for the two STAR gates.
However, only the approach planning controller (PC-A) was provided with an arrival
manager display that allowed input and, hence, he was the only controller able to
modify the arrival sequence using the arrival manager.

Three alternative choices for configuring the aircraft “freeze” point were tried during
the trials build up; before top of descent; 20 minutes before the metering fix; and 10
minutes before the metering fix.  Each of these configurations provided a period of
time for arrivals to be in a variable state after entering the arrival sequence, prior to
freezing.  This provided the arrival manager’s scheduling algorithms with the
opportunity of optimising the arrival sequence further as new arrivals were introduced
(since there were more unfrozen arrivals available as candidates for automatic re-
planning of scheduled arrival times).  Operationally, this has the effect of being able
to accommodate a peak in traffic by applying a number of small delays to the
scheduled arrival times of a larger number of arrivals, rather than having to apply
large delays to a smaller number of arrivals.

During the PD/2+ trials runs, full GHMI interaction was allowed.  Therefore, it was
possible for controllers to implement trajectory updates either through inputs via HIPS
or the PVD, or through the AMD.  The arrival manager would then receive the
trajectory updates and handle these within the planned arrival sequence.

For full details of the PD/2+ trial see Reference [6].

5.1.3 5.1.3 During Trial PD/3 (at NLR)

The basic layout of the airspace used for the PD/3 experiments at NLR was taken
from the current day organisation of Schipol TMA.  From the arrival manager’s
perspective, the key components of the airspace design were the three metering
fixes at ARTIP, RIVER and SUGOL, and the three runways, two of which are parallel,
independent runways (19 Right and 18), and the third independent runway (27) lies
at a right angle to runway 18.  The following figure illustrates the design of the
STARs within the Schiphol TMA used during PD/3.

From the figure, it is evident that there are three metering fixes within the proximity of
the intended fixes at RIVER, SUGOL and ARTIP.  This is to provide a level of
procedural separation between arrivals within the TMA.  Aircraft flying through the
same metering fix but to different runways, are actually routed through different fixes
and fly different lateral routes within the TMA.  Within the NLR PD/3 system, this has
been implemented so that it is transparent to the PATS arrival manager tool.
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The arrival manager was configured to enable maximum flexibility of allocating
arrivals to landing runways.  Arrivals from any metering fix could be scheduled to
land on any runway, except that the arrival manager would not automaticaly schedule
arrivals through RIVER to land on runway 27 (due to the high number of potential
conflicts with departing traffic).  This flexibility increases the complexity of the route
structure within the TMA which, in turn, increases the likelihood of having to solve a
higher number of conflicts within the TMA.

All TMA controllers were provided with an arrival manager display so that they could
view the computed arrival sequence for the three STAR gates.  However, only the
approach planning controller (TMA PC) was provided with an arrival manager display
that allowed input and, hence, he was the only controller able to modify the arrival
sequence using the arrival manager.

A number of alternative choices for configuring the aircraft “freeze” point were tried
during the trials build up.  The final configuration used during the trial was 10 minutes
before top of descent.  As in PD/2+, each of these configurations provided a period
of time for arrivals to be in a variable state after entering the arrival sequence, prior to
freezing.

During the PD/3 runs at NLR, it was intended to allow full GHMI interaction.
Therefore, it should have been possible for controllers to implement trajectory
updates either through inputs via HIPS or the PVD, or through the AMD.  The arrival
manager would then receive the trajectory updates and handle these within the
planned arrival sequence.

For full details of the PD/3 trial at NLR see Reference [7].

5.1.4 During Trial PD/3 (at EEC)

As PD/3 at NLR.  For full details of the PD/3 trial at NLR see Reference [10].
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Screen Capture showing airspace of PD/3 Continuation Trial at NLR

5.2 TECHNICAL USAGE

5.2.1 Taking Delivery Of And Building Software

The tool is supplied as a set of C++ source files that are intended for integration into
an air traffic control simulation system.

The source code is provided with a number of C++ API classes that are used by
system integrators as an interface between the tool and the software that the tool is
being integrated into.

The source code is delivered as a single compressed file that is created using the
‘gzip’ and ‘gtar’ gnu programs, executed under the UNIX operating system.  The
source code should be uncompressed using the ‘gunzip’ program and unpacked
using the ‘gtar’ program using a specific set of command line options.

The tool is supplied with suitable ‘make’ files used to produce object libraries that can
be subsequently linked with interface software to create an executable version of the
tool.  It is intended that the tool should be built using the ‘gmake’ gnu program,
running within the UNIX operating system.  During development, the gnu C++
compiler (version 2.7.2.1) and linker have been used to create executable programs.
It is recommended that this toolset is used for rebuilding the executables in the
future.

The document Reference [8] provides a full description of the technical usage of the
software.
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5.2.2 Integrating Software

The arrival manager has been integrated into the following systems :

• ESCAPE at EEC

• NARSIM at NLR

• NRF at NATS

In each of these systems, the arrival manager has been “wrapped” with interfacing
software to map the API provided by the tool, and the API calls made by the tool,
onto an API understood by the host platform.  The arrival manager has then been
integrated as a new standalone server within each of the host platforms, and
configured so that the tool recognises arrivals only for the airport being managed.

In each of the PHARE demonstrations, it has only been intended to manage arrivals
for one airport at one time, hence there has been a need to execute only one
instance of the arrival manager.  If a platform is required to support arrivals to more
than one airport, then multiple instances of the arrival manager would have to be
executed, one for each airport being managed.  Each instance of the tool would have
to be configured differently during system start-up (a different AM.CFG file would
have to be provided to each different instance), to ensure that each instance
managed arrivals traffic only for the airport allocated to it.
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6. RESULTS

6.1 IOCP TRIALS AND TEST RUNS

6.1.1 PD/3 IOCP En-route and Extended TMA Integration

The arrival management concept was initially investigated within the PHARE program
during the PD/3 IOCP project staged at NLR during April, 1997.  This project
investigated the integration of en-route and extended TMA traffic handling in a 4D air
traffic management environment.  The project did not make use of the PATS Arrival
Manager tool since this was being developed in parallel to support the PD/2 trial.
NLR developed a limited arrival sequencer to provide the sequencing functionality of
the AM to the IOCP trial system.

The results from the project specific to arrival management are listed below.  They
provide a useful initial identification of some of the problems to be encountered
during the full PHARE demonstrations.

The following problem areas were identified :

• “Once a sequence was set by the AM and calls for trajectory generation of a
number of aircraft, if the ETA of the first aircraft does not match its STA a re-
sequence was made that could affect the other aircraft which had not had their
ETAs delivered yet.  This meant that the ETAs from the first sequence were
checked against the STAs of the re-sequence, which could force more re-
sequencing.  This cycle could become infinite.”

• “User input from the AMD manipulating an aircraft’s STA many times without
waiting for all the TP results would also lead to this problem.”

• “All of the non-Low sample IOCP runs suffered from these cyclic re-sequencing
problems.  The easiest resolution of this problem during a run was to abort the TP
server process and start a new one.  This would limit each affected aircraft to
only one further trajectory generation, which should be based on the last STA set
for it.  This problem can be blamed on a combination of the following:

- Performance times of one TP server processing each request in series,
with no way of stopping outstanding generation results once sent.

- Trajectory generation results which highlight there being holes between
calculated early-late boundaries, where not every slot from early to late
times can be met.

- Placing a time constraint on the Metering Fix, in addition to the time
constraint on the Gate, to make use of path stretch areas.

- Subsequent testing with only one time constraint being set (on the Gate)
and therefore excluding any path stretching, did not help as this limited
the scope of the TP to meet earlier or later STAs and thus the ability of
the AM to set a valid sequence for non-Low samples.

- User fixed aircraft being re-sequenced when the controller did not want
that aircraft changed.  This was resolved by not forcing a re-sequence
on any aircraft which had been fixed by the user.”
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• “Early-Late Time calculations from the TP took on average c. 9 Seconds, which
limited the AM to call the TP once only for each aircraft.  The result of any
calculation is based on what an aircraft can do at one moment in time.  At any
time after the calculation, the result becomes stale.  For the IOCP, a function was
used to update early-late times for aircraft in accordance with aircraft progress -
i.e. early-late times at the Gate converge to last Active SPL’s ETA over the length
of a flight.  Each change to an aircraft’s SPL after any early-late time calculation
has a dynamic affect on the real early-late time, but this could only be estimated
in the IOCP AM.”

• “The early-late time calculation of the TP does not take account of path
stretching, which given the Schiphol Approach definitions, limited the AM’s ability
to reliably set early times which use the shortest fan route and late times using
the longest fan route.  This problem is related to the different interpretations over
the use of path stretching.  Given these differences, the true early time can only
be calculated by defining the STAR to contain no path stretch definitions but have
route constraints to match the shortest fan route.  Similarly, the true late time
would be calculated with a STAR route following the longest fan route.  This
would also be true for trombones and combinations of both.”

A full set of results from the IOCP are presented within document, Reference [11].
From these results, NLR concluded that the operational concept for arrivals
management in PD/3 should be refined.  NLR present a view that arrival
management consists of three distinct phases :

• The acquisition and initial scheduling phase
“In the first phase the arrival manager tool is informed of aircraft that have to be
sequenced.  The tool then performs an initial runway allocation and sequencing
task.  The runway allocation takes into account runway balancing and sequence
optimisation for each of the available runways, in accordance with given rules.  It
does not involve automatic deconfliction of trajectories by the tool.  In this phase,
the arrival sequence planner is not involved with any interaction with the system.”

• The arrival sequence planner’s planning horizon phase
“This phase is characterised by the fact that the arrival sequence planner has
planning authority.  This phase starts a certain time before the aircraft’s ETA over
the metering fix.  In this phase, the tool will no longer automatically reschedule
the aircraft when their ETA and STA are different.  The system will in principle
keep the same sequence and will only modify it in response to controller inputs.”

• The final sequencing, metering and spacing phase
“This phase covers the flight segments from the metering fixes to the runway
gates.  The TMA controllers make sure that in this phase all aircraft arrive at the
runway gate without conflicts and within time.  Again speed control and path
stretching cane be used to achieve these goals.  As part of the final path
stretching, the aircraft may apply some fine tuning to meet the runway gate time
exactly.”

The recommendations for arrival management from NLR’s IOCP were summarised
into a set of new requirements for the PD/3 arrival manager.  Were possible, these
were incorporated within the implementation of the PD/3 version of the tool.
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6.2 PHARE DEMONSTRATIONS

6.2.1 Trial PD/2

Results from the PD/2 trial staged at DLR indicate that there are potential benefits to
be obtained from the introduction of advanced tools, 4D FMS and datalink in an
extended terminal area airspace.  The PD/2 trial concluded that “Experimental
evidence suggests that the PHARE concept of trajectory-based traffic guidance
provided by the advanced tools and human/machine interfaces was approved by the
controllers and pilots, and that it has the potential for improving traffic throughput and
quality of service, at acceptable levels of controller workload.”

Applicable results extracted from Reference [5] are as follows:

• Quality Of Service
“It can be concluded that a benefit of the introduction of PATs and GHMI could be
observed such that particularly higher traffic demand could be handled more
smoothly and efficiently.  That efficiency gain was achieved without any
detrimental effect on separation.  There was even a positive effect on separation
by the introduction of tools.”
“Significant benefits for the number of landings per hour, average flight time of
aircraft, precision of delivery and separation were reported.  It should be noted
that the positive effects were mainly present under high traffic load.”

• Workload
“Statistical analysis of controller workload revealed, as an effect of the PD/2
PATs and GHMI introduction, some re-distribution of workload between tactical
controller positions.  Important to note is an observed decrease of workload at the
Approach Pickup controller position which under reference baseline condition
was the position with the highest workload.  Furthermore, the introduction of 30%
and 70% 4D FMS / Datalink aircraft in the traffic sample produced a stepwise
reduction of workload for all tactical controller positions.”

However, due to problems encountered in developing the PD/2 software, it was
necessary to reduce the functionality of the arrival manager, its associated
components, and the GHMI, so that the trial could proceed on time within the overall
PHARE schedule.  The reduction in AM functionality meant that further investigation
of the PHARE arrival management concept of operation was needed to support
PD/3, and to ensure that, overall, PHARE addressed the complete gate-to-gate
scenario.  The PD/2+ work programme was initiated to address these areas.

A full description of the PD/2 trial and results can be found in document Reference
[5].

6.2.2 Trial PD/2+

Results from the PD/2+ trial specifically related to arrival management, can be
allocated to two categories, platform and integration issues, and conceptual issues.
A full description of the PD/2+ trial and results can be found in document Reference
[6].  The results extracted from Reference [6] directly applicable to the arrival
manager are as follows:
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• Platform and Integration Issues.  The arrival manager used during PD/2+ was a
slightly modified version of the tool used during PD/2.  It quickly became clear
that the AM software did not live up to expectations.  It included many software
faults, as well as areas of unfinished or inoperative functionality.  Key problem
areas included:

- The freeze point functionality was inoperative

- Illogical scheduling of aircraft between runways and on different
runways (for example, two aircraft could be planned to land at the same
time on the same runway).

- The AM failed to resolve conflicts in many circumstances

- The AM could not accept trajectories modified by the planning controller

• Significant work was therefore needed to fix AM problems, and to complete gaps
in the tool.  Nevertheless, a number of areas could not be addressed which had
an impact on the use of the AM by the controllers during the trial.  The key
outstanding problems were:

- It was not possible to negotiate AM constraints with aircraft prior to the
freeze point.  As a result, negotiation occurring at the freeze point had a
higher chance of requiring significant change to the aircraft trajectory in
order to satisfy its arrival constraints.

- The AM did not resolve conflicts within the TMA.  Thus controllers had
no tool to assist them in resolving conflicts within the these sectors,
whilst still maintaining the arrival sequence.

• Conceptual Issues.  Since the main thrust of PD/2+ became to investigate the
proposed PD/3 baseline, no measured exercises were completed for the
advanced system.  Therefore the advanced concept was only explored using
qualitative and subjective data.  The following conceptual issues were identified :

- Overlapping planning authority
“The overlap of planning authority between ACC-W and ASP led to an
interactive planning process, resulting in changes being made by both
controllers to the arrival sequence, and thus potentially increasing their
workload.”

- Early arrival sequence planning
“The planning process should ideally happen earlier rather than later so
that there is sufficient flight time available for the ASP to implement
sequence changes, since the flexibility to change the flight time of an
aircraft decreases after it has commenced descent”.

- Mixing of contracted (equipped) and controlled (unequipped) aircraft
“The mixing of contracted and controlled aircraft within a pre-planned
sequence is difficult to sustain.  In particular, the advisories generated
were too numerous, unrealistic and required impossibly exact timing for
controlled aircraft to meet the sequence.”

- Conflict resolution
“It is not practical for Pickup and Feeder controllers to resolve conflicts
between aircraft while maintaining a pre-planned time dependent arrival
sequence.”
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6.2.3 Trial PD/3 (at NLR)

It is not intended to report on the originally planned PD/3 trials at NLR.  Due to
inadequacies in the GHMI software delivered to NLR for use in their PD/3
experiments, no advanced system validated runs were possible.  NLR are continuing
their efforts to demonstrate a subset of the PHARE PD/3 system under a PD/3
continuation project (see 6.2.5 below).

6.2.4 Trial PD/3 (at EEC)

The PD/3 experiment staged at EEC did not achieve any of its objectives within the
context of PHARE due to the simulator functionality, which fell significantly short of
the PD/3 design specification.  However, throughout the four week trial period,
controllers had sufficient exposure to the PHARE concept that a number of areas of
concern regarding the concept were expressed.  Nevertheless, approach controllers
found it difficult to comment on the PD/3 concept, as it had not been adequately
realised for them to evaluate it.  Some opinions were expressed regarding arrival
management, as follows :

• Speed control
A controller commented that “In a situation with the sequence being 4D-3D-4D,
with the 4D aircraft spaced at 6nm, I would either require direct control over the
speed of the 4D aircraft, or I would need to see their speed in order to time the
speed reduction for the 3D accurately enough.  Otherwise the spacing would be
lost.”  The EEC PD/3 team concludes that “The underlying problem is that on final
approach, in current operations, aircraft normally fly at equal speeds to enable
accurate and efficient spacing between them.  However, 4D aircraft may not
necessarily follow the same speed profile, and thus their speed is unpredictable
on final approach, making it difficult to space manually 3D aircraft between them.”

• Conflict resolution
The EEC PD/3 team comment that “Resolving conflicts in advance requires that
the trajectories remain stable, and 4D aircraft navigate accurately enough to
ensure this stability.  This stability is less easy to achieve for 3D aircraft,
particularly in approach airspace where many manoeuvres are necessary.”

• Aircraft deviations
The EEC PD/3 team comment that “Arrival management using the arrival
manager and AMD, and advance conflict resolution using the TEPS, are both
fragile to aircraft deviating.  If an aircraft deviates from its trajectory, then all
benefit is lost and extra work is generated to either re-establish those aircraft on
their trajectories, or re-plan them.
The PD/3 concept requires that 3D aircraft are kept on their trajectories, by use of
advisories.  This should allow confident and accurate planning, such as
sequencing arrivals and resolving conflicts, a long time in advance.  In approach
airspace, however, aircraft are required to perform many manoeuvres, some of
them requiring very accurate timing to ensure efficient spacing between them as
they cross the outer marker.  For 3D aircraft, each manoeuvre would require an
advisory to ensure that they do not deviate from their trajectories.  Although it
was never tested during PD/3, it may be the case that 3D aircraft would need so
many advisories requiring high precision timing that it would be impossible for the
controllers to prevent them all from deviating.”

A full description of the PD/3 (EEC) trial and results can be found in document
Reference [10].
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6.2.5 Trial PD/3 Continuation (at NLR)

During the PD/3 Continuation trial held at NLR, November 16th to 27th, 1998, there
were no formal measured exercises performed since this period was originally
planned as a pilot trial.  However, the TMA working positions were closely observed
and comments were canvassed from the TMA controllers with particular respect to
the operational objectives of the PATS Arrival Manager.

It should be noted that there were a number of significant technical problems that
may distort the significance of some of these comments.

• OBJECTIVE: Improved Quality Of Service through:

- Reduced time in sectors
“Difficult to assess.  I was certainly not able to assess what was
occurring upstream.  Until the aircraft label appeared on the AM I was
unable to spot any slippage, advance etc.”

- Reduced time in holds
“Able to replan to avoid holds in 99% of cases. Provided the software
was working swiftly enough, there was only an isolated occurrence of
the  need to put traffic into the hold.”

- Reduced inbound delays
“Generally able to sequence aircraft without delay. This statement refers
to the ability to ‘reshuffle’ the whole arrival sequence to absorb changes.
These changes include the inability of aircraft to meet the Scheduled
Time of Arrival, 3-D aircraft which had deviated significantly,
requirement to change runways, etc.  It therefore encompasses the
GENERAL arrival stream, without assessing each INDIVIDUAL arrival
which might suffer delay because of this reshuffling.”

- Optimal routes through holding stack
“Stacks have posed no problems as routes are random.  In addition, the
almost complete lack of requirement for using holding stacks make this
assessment difficult !”

• OBJECTIVE: Improved Airspace Capacity through:

- Increased achieved arrival rate
“Working upto ‘filling’ the slots, but still generally reacting to ETA
correction to STA - not yet capable (personally) of ‘bringing’ forward
traffic significantly to fill gaps.  Not working to full capacity of AM.  As I
became more adept(!!) in the manipulation of the AM, and consequently
began to comprehend the traffic situation from the information
displayed, I did, at times succeed in bringing traffic forward to fill ‘gaps’
in the landing sequence.  However, my attempts were a little clumsy and
the software often was too slow to allow me the luxury of significantly
improving the landing rate.”

- Increased maximum arrival rate before holding required
“Holding has not been a function of achieving arrival rate.  It has been
as a result of replanning in previous sectors etc.  Holding was, in almost
all scenarios, not required.”

- Reduced average number of holding aircraft
“Achieved.  As above.”



PATS Arrival Manager Final Report Results

DOC 98-70-18/2 Version 1.1 / August 1999 -53-

- Optimal usage of holding stack resource
“Little holding required, even at these (high traffic) levels.  As above.”

• OBJECTIVE: Reduced Controller Workload through:

- Provision of planning and guidance assistance
“Only able to carry out planning task (at first).  As system has become
more stable, able to assist TCs in tactical situation and as I became
more adept, my workload was reduced. Continued improvement (well, I
thought so!) enhanced the performance of the AM.”

- Minimal number of conflicts within TMA
“Difficult to assess when 3D in action as they have been (often) rogue
aircraft.  In the 4D only scenario, however, able to plan out most
conflicts satisfactorily, well in advance of TMA entry.  The closer the
aircraft get to the gate, the AM becomes increasingly less useful (5-10
minutes before the gate).”

• OBJECTIVE: Adequate Usability through:

- Controller acceptance of the computed arrival sequence
“In 4D, no problem (as expected), difficult to assess otherwise.”

TC comment: “Believed AM totally, aimed to achieve sequence.”

- Controller acceptance of the decisions taken to delay aircraft and / or re-
assign aircraft to land on alternative runways
“Achieved.”

A full description of the PD/3 (NLR) trial and results can be found in document
Reference [7].

6.3 ACHIEVEMENT OF CONCEPT3

6.3.1 Optimal Sequence Computation

Desired / expected results

• Improved quality of service by reducing time in holds, time in sectors and inbound
delays.

• Improved airspace capacity by increasing achieved arrival rate (where traffic
samples allow), increasing maximum arrival rate before holding required,
reducing average number of holding aircraft all whilst ensuring that safe
separation infringements are minimised.

• Reduced controller workload as a result of providing planning and guidance
assistance, minimise number of conflicts introduced as a result of implementing
the computed arrival sequence.

• Achieve adequate usability through controller acceptance of the computed arrival
sequence.

Discussion

                                               
3 This section has been partitioned to discuss in turn each of the key operational concepts identified within

section 2.1.2.
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• Due to the difficulties encountered with the PD/2, PD/2+ and PD/3 trials, the
PHARE program has not produced any objective measurements that clearly
indicate that this area of the arrival management concept has been achieved.

• Results from the PD/2 trial indicate that there is an improvement in quality of
service and airspace capacity (particularly under high traffic load), and a
reduction in controller workload as a result of introducing the PD/2 PATs and
GHMI.  Improved quality of service is indicated by the reduced average flight time
of aircraft, and improved airspace capacity is indicated by an increased number
of landings per hour.  There are general comments regarding reduced controller
workload, however it is not clear what contribution computation of an optimal
arrivals sequence provides to these improvements.

• However, due to the limited investigation of the PHARE arrival management
concept, a full investigation of the use of the optimal sequence computation
algorithms was not carried out within PD/2.

• Comments from the IOCP, PD/2+ and PD/3 trials are subjective and, in the main,
highlight problem areas to be considered within further research of the PHARE
arrival management concept.  It is difficult to identify specific comments that
directly support conclusions regarding the use of the optimal sequence
computation algorithms.

• Comments from the PD/3 Continuation trial at NLR are subjective and may be
distorted due to technical problems within the platform during the trial period.
Additionally, comparative statements with a suitable baseline are not available
since baseline trial runs were not performed.  However, the comments do provide
some indication that this area of the arrival management concept was working.

Conclusion

Optimal sequence computation algorithms have been implemented, tested and
integrated into PHARE systems.  However, the operational concept has not been
validated, so there is insufficient data to conclude if this operational concept is
achieved.

6.3.2 Continuous Arrival Sequence Planning and Re-planning

Desired / expected results

• Improved quality of service by reducing time in holds, time in sectors and inbound
delays.

• Improved airspace capacity by increasing achieved arrival rate (where traffic
samples allow), increasing maximum arrival rate before holding required,
reducing average number of holding aircraft.

• Achieve adequate usability through controller acceptance of the decisions taken
to delay aircraft and / or re-assign aircraft to land on alternative runways.

Discussion

• Due to the difficulties encountered with the PD/2, PD/2+ and PD/3 trials, the
PHARE program has not produced any objective measurements that clearly
indicate that this area of the arrival management concept has been achieved.
Although there are objective results from the PD/2 trial, this operational concept
was not exercised since aircraft were not automatically re-planned in PD/2.
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• Comments from the IOCP, PD/2+ and PD/3 trials are subjective and, in the main,
highlight problem areas to be considered within further research of the PHARE
arrival management concept.  It is difficult to identify specific comments that
directly support conclusions regarding the use of continuous arrival sequence
planning and re-planning.

• Comments from the PD/3 Continuation trial at NLR are subjective and may be
distorted due to technical problems within the platform during the trial period.
Additionally, comparative statements with a suitable baseline are not available
since baseline trial runs were not performed.  However, the comments do provide
some indication that this area of the arrival management concept was working.

Conclusion
Continuous arrival sequence planning and re-planning has been implemented, tested
and integrated into PHARE systems.  However, the operational concept has not
been validated, so there is insufficient data to conclude if this operational concept is
achieved.

6.3.3 Early Notification Of Delays

Desired / expected results

• Improved quality of service by reducing time in holds.

• Improved airspace capacity by reducing number of holding aircraft.

Discussion

• Due to the difficulties encountered with the PD/2, PD/2+ and PD/3 trials, the
PHARE program has not produced any objective measurements that clearly
indicate that this area of the arrival management concept has been achieved.
Although there are objective results from the PD/2 trial, this operational concept
was not exercised since there were no holding aircraft in PD/2.

• Comments from the IOCP, PD/2+ and PD/3 trials are subjective and, in the main,
highlight problem areas to be considered within further research of the PHARE
arrival management concept.  It is difficult to identify specific comments that
directly support conclusions regarding the use of early delay notification.

• Comments from the PD/3 Continuation trial at NLR are subjective and may be
distorted due to technical problems within the platform during the trial period.
Additionally, comparative statements with a suitable baseline are not available
since baseline trial runs were not performed.  However, the comments do provide
some indication that this area of the arrival management concept was working.

Conclusion
Early notification of delays has been implemented, tested and integrated into PHARE
systems.  However, the operational concept has not been validated, so there is
insufficient data to conclude if this operational concept is achieved.

6.3.4 Stable Sequence

Desired / expected results

• Achieve adequate usability through the controller being able to work with the
displayed arrival sequence.

Discussion
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• Due to the difficulties encountered with the PD/2, PD/2+ and PD/3 trials, the
PHARE program has not produced any objective measurements that clearly
indicate that this area of the arrival management concept has been achieved.
Although there are objective results from the PD/2 trial, this operational concept
was not exercised since controllers were not allowed to modify the displayed
arrival sequence.

• Comments from the IOCP, PD/2+ and PD/3 trials are subjective and, in the main,
highlight problem areas to be considered within further research of the PHARE
arrival management concept.  It is difficult to identify specific comments that
directly support conclusions regarding the output of a stable sequence for display
to controllers.

• Comments from the PD/3 Continuation trial at NLR are subjective and may be
distorted due to technical problems within the platform during the trial period.
Additionally, comparative statements with a suitable baseline are not available
since baseline trial runs were not performed.  However, the comments do provide
some indication that this area of the arrival management concept was working.

Conclusion
A stable sequence has been implemented, tested and integrated into PHARE
systems.  However, the operational concept has not been validated, so there is
insufficient data to conclude if this operational concept is achieved.

6.3.5 Planning Horizon

Desired / expected results

• Achieve adequate usability through controller acceptance of the displayed arrival
sequence.

Discussion

• Due to the difficulties encountered with the PD/2, PD/2+ and PD/3 trials, the
PHARE program has not produced any objective measurements that clearly
indicate that this area of the arrival management concept has been achieved.
Although there are objective results from the PD/2 trial, this operational concept
was not exercised since controllers were not allowed to modify the displayed
arrival sequence.

• Comments from the IOCP, PD/2+ and PD/3 trials are subjective and, in the main,
highlight problem areas to be considered within further research of the PHARE
arrival management concept.  It is difficult to identify specific comments that
directly support conclusions regarding the use of a planning horizon.

• Comments from the PD/3 Continuation trial at NLR are subjective and may be
distorted due to technical problems within the platform during the trial period.
Additionally, comparative statements with a suitable baseline are not available
since baseline trial runs were not performed.  However, the comments do provide
some indication that this area of the arrival management concept was working.

Conclusion
A planning horizon has been implemented, tested and integrated into PHARE
systems.  However, the operational concept has not been validated, so there is
insufficient data to conclude if this operational concept is achieved.
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6.3.6 Stack Management

Desired / expected results

• Improved airspace capacity by providing optimal usage of holding stack resource
whilst ensuring that safe separations are maintained.

• Improved quality of service by providing optimal route through the stack, ensuring
that stack exit flight level is as low as possible.

• Reduced controller workload as a result of providing planning and guidance
assistance.

Discussion

• Due to the difficulties encountered with the PD/2, PD/2+ and PD/3 trials, the
PHARE program has not produced any objective measurements that clearly
indicate that this area of the arrival management concept has been achieved.
Although there are objective results from the PD/2 trial, this operational concept
was not exercised since the functionality was not available within the PD/2 arrival
manager.

• Comments from the IOCP, PD/2+ and PD/3 trials are subjective and, in the main,
highlight problem areas to be considered within further research of the PHARE
arrival management concept.  It is difficult to identify specific comments that
directly support conclusions regarding the use of stack management.

• Comments from the PD/3 Continuation trial at NLR are subjective and may be
distorted due to technical problems within the platform during the trial period.
Additionally, comparative statements with a suitable baseline are not available
since baseline trial runs were not performed.  However, the comments do provide
some indication that this area of the arrival management concept was working.

Conclusion
Stack management has been implemented, tested and integrated into PHARE
systems.  However, the operational concept has not been validated, so there is
insufficient data to conclude if this operational concept is achieved.
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7. CONCLUSION AND RECOMMENDATIONS

7.1 CONCLUSION

The principal conclusions are as follows:

• An operational concept has been developed to support arrivals management
within the PHARE system operational concept.

• A tool that meets a set of requirements derived from the PHARE arrivals
management concept has been developed and tested.

• Because of difficulties with the PD/2, PD/2+ and PD/3 trials, the operational
concepts implemented by the PATS Arrival Manager have not been fully
validated.

• There are a number of unsolved problems that warrant further research.

• Development of operational concepts and tool requirements would have been
easier if PHARE had established a central systems team, responsible for
developing and partitioning the overall system operational concept.

• Maintenance and enhancements to the tool would have been easier if the initial
software design had been properly maintained, or if the tool had not been written
in the C++ programming language.

• The client / server system architecture requires review in order to support the
increased data processing requirements of the PHARE system (over current day
ATC systems).  An architecture based on distributed object implementation may
be more appropriate.

• Duplicated system development / integration effort could have been avoided if a
common platform had been used to support the PHARE demonstration program.

 

7.2 RECOMMENDATIONS

7.2.1 For Proof Of Concept

Concept Validation.  The primary recommendation of this report is that the PHARE
operational concept for en-route and extended TMA integration, and management of
arrival traffic within the TMA should be validated.

7.2.2 For Further Arrival Management Research

Time advancement.  It is recommended that there are two areas that require
research.  Firstly, the core sequencing algorithms should be reviewed to establish
how time advancement could be implemented, and to identify where there are
dependencies within the arrival manager on only being able to delay aircraft.
Secondly, an algorithm for determining the “early time” window to be used by the
core algorithm should be researched.
(See section 4.5.1 for further information.)
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Support for dependent runways.  It is recommended that research should investigate
how to determine the optimal solution for implementing a minimum staggered
separation within a sequence.  The optimal solution may be obtained by readjusting
runway allocations rather than applying a delay to an aircraft to implement a
minimum separation.
(See section 4.5.2 for further information.)

Extended rules for runway allocation.  It is recommended that research should
investigate the rule base to be applied, and this could be derived from rules applied
at different airports within current day operations.  For example, aircraft from a
certain airline may prefer to land on a specific runway because taxi times to the
terminal are reduced, or that aircraft of a certain type are restricted to land on certain
runways.
(See section 4.5.3 for further information.)

Introduction of conflicts.  It is recommended that research should investigate if the
set of criteria for evaluating if one sequence is more optimal than another should be
reviewed to consider the impact on controller workload that may, or may not, be
incurred in attempting to establish conflict free trajectories that meet the computed
arrival sequence.
(See section 4.5.6 for more information.)

Optimal stack route planning.  It is recommended that research should investigate
stack planning algorithms and algorithms to compare one stacking order against
another to determine which should be adopted.
(See section 4.5.7 for more information.)

Integration with departure management.  It is recommended that research should
investigate an integrated arrival and departure traffic management solution,
particularly to support the use of mixed mode runways.
(See section 2.3.2 (a) for more information.)

Handling of missed approaches.  It is recommended that research should investigate
handling of missed approaches.
(See section 2.3.2 (d) for more information.)
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7.2.3 For Establishing A Similar Program To PHARE

Systems engineering approach.  It is recommended that:

•  future developments would benefit from central management by a systems
engineering function, that has responsibility for developing and modifying the
overall system concept (requirements), and partitioning the concept so that
system components and interfaces are identified, and consistent requirements
allocated to each.

• systems engineering should be closely involved in the systems integration activity
to ensure that the system components are properly linked together to provide a
system that satisfies the system level PHARE concept.
(See section 4.6.1 for more information.)

Software engineering approach.  It is recommended that:

•  future developments using the C++ language should be carried out using a top
down object orientated approach, initially focusing effort on producing a coherent
object orientated design prior to writing source code to implement the design.

• modifications and enhancements should be flowed through the design and into
the source code (so that the source code is truly a bi-product of the design), to
ensure that the design is properly upto date and the source code is an accurate
representation of the design.  This approach may be deemed too rigid (or it may
not) within the research environment of developing air traffic management
simulation systems.  If there is a resistance to use this approach within a future
project contemplating the use of C++, then it is recommended that a different
language (probably ADA or C) should be selected.
(For more information see section 4.6.2.)

Common platform for demonstrations.  It is recommended that:

•  future programs of this nature should select a host platform for trials to be used
from the outset.  This platform should be established and stable prior to the
integration of further tools to support advanced processing.  The platform will
then evolve as the trials program develops, with problems found during one trial
being overcome prior to the next.

• the software build toolsets should be common to all developers producing
software to be integrated into the host platform.
(See section 4.6.4 for more information.)

7.2.4 For Considering Re-use Of PATS Arrival Manager

Re-design implementation.  It is recommended that if the PATS Arrival Manager is to
be re-used then consideration should be given to re-designing the implementation to
make it more extendible and maintainable.
(See section 4.5.5 for more information.)
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System architecture.  It is recommended that future developments should reconsider
the complete system implementation, particularly in light of more recent
developments in distributed object implementation using CORBA.  CORBA provides
the capability to implement a system as a set of distributed objects without having to
corrupt an object orientated design model into a series of clients and servers prior to
implementation.  Therefore, an object orientated design can be implemented as
designed, and the CORBA compliant middleware would manage creation of
instances of objects and offer the capability for balancing object creation across the
available processing resource.  This provides a flexible architecture that is not
constrained by static allocation of clients and servers to available processors.
(See section 4.6.3 for more information.)

Improve algorithm performance.  It is recommended that future developments should
consider a more efficient implementation of the optimal sequence computation
algorithms in order to improve performance.
(See section 4.5.4 for more information.)
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8. ACRONYMS, DEFINITIONS AND REFERENCES

8.1 ACRONYMS

AMD Arrival Manager Display

API Application Programming Interface

ATC Air Traffic Control

ATMDC Air Traffic Management Development Centre

ATMOS Air Traffic Management and Operations Simulator

CMS Common Modular Simulator

CORBA Common Object Request Broker Architecture

DLR Deutsche Forschungsanstalt fur Luft- und Raumfahrt (Germany)

EEC Eurocontrol Experimental Centre

EFMS Experimental Flight Management System

FMS Flight Management System

GHMI Ground Human Interface

IOCP Internal Operational Clarification Project

NARSIM NLR ATC Research Simulator

NATS National Air Traffic Services

NLR Nationaal Lucht- en Ruimtevaartiaboratorium (Netherlands)

NM Negotiation Manager

NRF NATS Research Facility

PARADISE Prototype of an Adaptable and Reconfigurable ATM
Demonstration and Integration Simulator Environment

PATS PHARE Advanced Toolset

PD/1 PHARE Demonstration 1

PD/2 PHARE Demonstration 2

PD/2+ PHARE Demonstration 2+

PD/3 PHARE Demonstration 3

PHARE Program for the Harmonised Air Traffic Management Research in
Eurocontrol

STA Scheduled Time of Arrival

STAR Standard (Terminal) Arrival Route

TBD To Be Defined

TEPS Trajectory Editor and Problem Solver

TMA Terminal Manoeuvring Area / Terminal Control Area

TP Trajectory Predictor
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8.2 DEFINITIONS

NOTE.  Definitions marked with * have been extracted from ref. [3].

2D constraint * A point specification i.e. a route point on a trajectory.

3D * 3 Dimensional - used to denote a position in space
defined relative to the Earth.  Can be considered as
being lat., long and altitude.

3D constraint * A 2D constraint with added altitude specification.

4D * 4 Dimensional - used to denote a position in space
defined relative to the Earth and time.  Can be
considered as being lat., long, altitude and time.

4D constraint * A 3D constraint with added time specification.

4D trajectory * A list of 4D way-points.

4D way-point * A 4 dimensional geographical point defined by
latitude, longitude, altitude and time - used to denote a
position in space defined relative to the earth and time.

Alternative context A context that can be modified without affecting the
‘real world’ flight plan of an aircraft.

Alternative sequence An arrival sequence that can be modified without
affecting the ‘real world’ arrival sequence.

Approach gate As Star gate.

Arrival An aircraft that is due to land at the airport being
managed by the arrival manager tool.

Arrival constraints Constraints generated by the tool defining the STAR to
be flown and limiting holding pattern at the metering fix
(optional); metering fix departure time (optional); and
star gate arrival time.

Constraint * Limitations placed upon the (trajectory) prediction
process in terms of pairs of altitudes and times at
specified locations.

Context Contains all flight plan information for an aircraft within
the ground system.

Early/late time The earliest and latest (without holding) time of arrival
at the gate that the arrival is capable of achieving from
it’s current position flying it’s defined flight plan.

Equipped aircraft Aircraft equipped with 4D-FMS and datalink.

Formalised clearance A type of negotiation request made to the PATS
Negotiation Manager that results in the related arrival
constraints being passed directly to the associated
arrival without co-ordination with upstream controllers.

Freeze time The time that an arrival will reach the planning horizon.
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Frozen arrival An arrival that is at or inside the planning horizon.

Gate As Star gate.

Indirect negotiation A type of negotiation request made to the PATS
Negotiation Manager that results in the related arrival
constraints being co-ordinated with upstream
controllers prior to being passed to the associated
arrival.

Initial trajectory The first 4D trajectory passed to the tool for an arrival,
generated without any arrival constraints.

Metering fix * The TMA entry point and the first point in a STAR
(derived from the definition of STAR in ref. [3]).

Optimal arrival sequence The arrival sequence as computed by the tool.

Optimal gate arrival time The time that an arrival is scheduled to reach the gate,
as computed by the tool.

Optimal landing runway The runway that an arrival is scheduled to land on, as
computed by the tool.

Planning horizon A configurable boundary line surrounding the airport.
When arrivals reach the boundary, the tool initiates
implementation of arrival constraints within the aircraft’s
trajectory.

Preferred time of arrival The time that an arrival would reach the gate if no gate
arrival time constraints are applied.

‘Real world’ context A context that represents the ‘real world’ flight plan of
an aircraft.

‘Real world’ situation As ‘Real world’ context.

‘Real world’ trajectory The 4D trajectory that the associated aircraft is
currently contracted to fly.

Runway time slot A window in time that is sufficient for an arrival to land
on a runway with safe separation between it and
preceding or proceeding arrivals.

Scheduled landing runway As optimal landing runway.

Scheduled time of arrival As optimal gate arrival time.

Star gate * The last point in a STAR (derived from the definition
of STAR in ref. [3]).

Unequipped aircraft Aircraft without any datalink of 4D capability.

Variable arrival An arrival that is outside the planning horizon.
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